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INTRODUCTION

Abstract

Many research fields are currently reckoning with issues of poor levels of repro-
ducibility. Some label it a “crisis,” and research employing or building machine
learning (ML) models is no exception. Issues including lack of transparency, data
or code, poor adherence to standards, and the sensitivity of ML training condi-
tions mean that many papers are not even reproducible in principle. Where they
are, though, reproducibility experiments have found worryingly low degrees of
similarity with original results. Despite previous appeals from ML researchers
on this topic and various initiatives from conference reproducibility tracks to
the ACM’s new Emerging Interest Group on Reproducibility and Replicability,
we contend that the general community continues to take this issue too lightly.
Poor reproducibility threatens trust in and integrity of research results. There-
fore, in this article, we lay out a new perspective on the key barriers and drivers
(both procedural and technical) to increased reproducibility at various levels
(methods, code, data, and experiments). We then map the drivers to the barriers
to give concrete advice for strategies for researchers to mitigate reproducibility
issues in their own work, to lay out key areas where further research is needed in
specific areas, and to further ignite discussion on the threat presented by these
urgent issues.

nently raised in biomedical (Errington et al. 2021; Freed-
man, Cockburn, and Simcoe 2015; Ioannidis 2005; Igbal

Trustworthy Al requires reproducibility (Kowald et al.
2024). Unreliable results risk hindering scientific progress
by wasting resources, reducing trust, slowing discovery,
and undermining the foundation for future research (Gun-
dersen and Kjensmo 2018; Munafo et al. 2017). However,
many scientific fields currently face crucial questions over
the reproducibility of research findings (Baker 2016). Con-
cerns of a “reproducibility crisis” have been most promi-

etal. 2016) and social (Collaboration 2015; Hardwicke et al.
2020; Nosek et al. 2022) sciences, but research employ-
ing artificial intelligence (AI) in general, and machine
learning (ML) in particular, is also under scrutiny Hutson
(2018a). ML is becoming ever more deeply integrated into
research methods, not just in computer science but across
disciplines (Dwivedi et al. 2021; Ooi et al. 2023). Indeed,
recipients of the 2024 Nobel Prizes for both chemistry and
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physics included ML researchers. Hence, issues regarding
the reproducibility of ML raise urgent concerns about the
reliability and validity of findings not only for computer
scientists but for large swathes of cutting-edge scientific
research across disciplines.

The causes of poor reproducibility can be technical,
methodological, or cultural. Viewed from a high level,
some causes, such as lack of sharing data and code, lack
of or poor adherence to standards, suboptimal research
design, or poor incentives, may be seen as common
to many domains. Apart from the common challenges
faced by other disciplines, the use of ML introduces
unique obstacles for reproducibility, including sensitivity
to ML training conditions, sources of randomness (Raste
et al. 2022), inherent nondeterminism, costs (economic
and environmental) of computational resources, and the
increasing use of Automated-ML (AutoML) tools (Haberl
and Thalmann 2025; Koenigstorfer et al. 2024). Among the
methodological and cultural aspects, specificities of ML
research, like “data leakage,” as well as ML-specific issues
regarding unobserved bias, lack of transparency, selective
reporting of findings, and publishing cultures, each play
a role as well. Indeed, this cultural aspect must not be
underestimated. The culture of “publish or perish” per-
vades academia, pushing researchers to publish as many
papers in the highest-ranked or most prestigious journals
or conferences as possible (Pontika et al. 2022). In turn,
this culture distorts incentives towards corner-cutting, giv-
ing rise to so-called “questionable research practices” and
“design, analytic, or reporting practices that have been
questioned because of the potential for the practice to be
employed with the purpose of presenting biased evidence
in favor of an assertion” (Banks et al. 2016).

This paper aims to provide a detailed overview of repro-
ducibility and its associated barriers and drivers in ML.
This is urgently needed since, despite previous appeals
from ML researchers on this topic, various initiatives
from conference reproducibility tracks to the ACM’s new
Emerging Interest Group on Reproducibility and Replica-
bility, and an expanding literature on the topic (Albertoni
et al. 2023; Gundersen 2021; Gundersen, Coakley, et al.
2023; Gundersen, Shamsaliei, and Isdahl 2022; Heil et al.
2021; Kapoor and Narayanan 2023; McDermott et al. 2021;
Semmelrock et al. 2023), we contend that the general
community continues to take this issue too lightly. In
addition, despite the growing literature, no such com-
prehensive overview exists. For example, in Gundersen,
Coakley, et al. (2023), the authors identify and catego-
rize sources of irreproducibility in ML and how these
sources affect conclusions drawn from ML experiments.
However, this study does not investigate the drivers to
address these sources of irreproducibility. Thus, our paper
provides a contextual categorization of the barriers and

drivers to the four types of ML reproducibility (descrip-
tion, code, data, and experiment) proposed by Gundersen
(2021), with specific reference to research in both com-
puter science and biomedical fields. We also propose a
drivers-barriers matrix to summarize and visualize the
results of the discussion. Such an analysis stands to clar-
ify the current state regarding ML reproducibility, to give
concrete advice for strategies for researchers to mitigate
reproducibility issues in their own work, to lay out key
areas where further research is needed in specific areas,
and to further ignite discussion on the threat presented
by these urgent issues. The paper is structured as fol-
lows: In “Defining Reproducibility” section, we clarify
terms and working definitions. We then analyze the bar-
riers to increased reproducibility of ML-driven research
(“Barriers in ML Reproducibility” section), and next, the
drivers that support ML reproducibility, including differ-
ent tools, practices, and interventions (“Drivers for ML
Reproducibility” section). Here, we also provide a com-
parison of the strengths and potential limitations of these
drivers. Finally, we map the barriers to the drivers to help
determine the feasibility of various options for enhancing
ML reproducibility (“Mapping Drivers to Barriers” sec-
tion). We close the paper with a conclusion and an outlook
into our future research in “Conclusion” section.

DEFINING REPRODUCIBILITY

The concept of reproducibility can have different interpre-
tations across various research fields and even within the
same field (Fidler and Wilcox 2021). To avoid confusion,
we first specify our terms, broadly defining reproducibil-
ity and then further categorizing it into various types
and degrees. The first distinction comes from Goodman,
Fanelli, and Ioannidis (2016), who specify a fundamen-
tal division between whether we (i) mean reproducible
in principle (termed “methods” reproducibility) due to
sufficient description/sharing of methodologies, materials,
and so forth, or (ii) whether results/conclusions actually
prove to be reproducible when experiments or analy-
ses are redone. In the second category, they distinguish
“results” and “inferential” reproducibility, depending on
whether the analyses or inferences to broader conclusions
are reproduced.

Within ML research, widely accepted definitions that
build further on these key distinctions have been pro-
posed by Gundersen (2021) and Gundersen, Shamsaliei,
and Isdahl (2022). We follow and build upon these latter
definitions, and hence, here outline them at some length.
Gundersen, Coakley, et al. (2023) define reproducibility in
general as “the ability of independent investigators to draw
the same conclusions from an experiment by following the
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documentation shared by the original investigators.” Relat-
ing to point (ii) of Goodman et al.’s schema, Gundersen
(2021) and Gundersen, Shamsaliei, and Isdahl (2022) fur-
ther distinguish the targets of reproducibility, that is, how
closely an experiment can be reproduced:

- Outcome reproducibility requires the reproduced
experiment to have the same or adequately similar out-
come as the original experiment. Due to this, the same
analysis and interpretation follow, and the hypothesis is
either supported or rejected by both experiments.

- Analysis reproducibility does not require the repro-
duced experiment to have the same/similar outcome;
however, if the same/similar analysis and, therefore, also
interpretation can be made, an experiment is analy-
sis reproducible.

— Interpretation reproducibility does not require the
reproduced experiment to have the same/similar outcome
nor analysis but requires the interpretation to be the same
as the original one.

This categorization aims to overcome the problem of
ambiguity when making specific claims about the repro-
ducibility of an experiment. Often in literature, authors
write about reproducing the same “results” of an exper-
iment. It is not apparent, however, in which cases they
mean to achieve the same computational outcome, that is,
outputs of the algorithms, or whether they mean to reach
the same analysis or interpretation. Therefore, achieving
interpretation reproducibility is a more general and often
less stringent requirement than achieving outcome repro-
ducibility. This categorization is not specific to ML, but
is generally applicable to any research field that conducts
data analysis and interpretation.

In addition, relating to point (i) of the Goodman et al.
schema (“methods” reproducibility), Gundersen (2021)
specifies reproducibility types to which methods can be
made transparent through description or sharing. These
four types are defined as RI Description, R2 Code, R3
Data, and R4 Experiment. The lower the level of repro-
ducibility, the less shared information is shared, making
the study more difficult to reproduce. As an example, in
general, all published research experiments are accompa-
nied by a textual description of the experiment. If this
textual description is the only information shared by the
authors, the research is categorized as RI Description,
which, according to this scheme, is the minimal kind of
reproducibility. In contrast, if all three building blocks,
that is, text, code, and data, are shared, the experiment
can be categorized as R4 Experiment, the most expan-
sive kind of reproducibility. Furthermore, the distinction
between R2 Code and R3 Data is defined by whether the
textual description is accompanied by either code or data,
respectively. Also, the different types of ML reproducibility
exhibit an interplay between generalizability and repro-

Text Code Data

R1 Description

R2 Code

R3 Data

Generality
Reproducibility

R4 Experiment

FIGURE 1
(2021).

Types of reproducibility. Adapted from Gundersen

ducibility. RI Description leads to strong generalizability
but to weak reproducibility, while R4 Experiment leads to
stronger reproducibility but weaker generalizability. What
this means in sum is that rerunning the same code on the
same data using the same description will make it like-
lier to obtain the same results, but those results might
still be wrong due to errors or biases in any of those ele-
ments. On the other hand, building code from scratch and
using alternative datasets for analysis will show that the
techniques give similar results across contexts and, hence,
higher levels of confidence in the generalizability of find-
ings. These relationships are illustrated in Figure 1. In
what follows, unless stated otherwise, we use the defini-
tions proposed by Gundersen and colleagues (Gundersen
2021).

BARRIERS IN ML REPRODUCIBILITY

Next, we discuss nine barriers to ML reproducibility, cat-
egorized into the four types of reproducibility mentioned
beforehand. Where applicable, we give examples within
the research fields of biomedical science and computer sci-
ence.

R1 description
Completeness and quality of reporting

Research often lacks reproducibility due to missing or
vague methodological details. Mainly, there are three
issues in this regard, which often hinder the reproduction
of study results Pineau et al. (2021):

1. The ML model or training procedure is either incor-
rectly specified or under-specified. Reports should give
clear details on all steps of the procedure, even if data
and code are not shared. This includes details about
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which ML models are used, as well as details on the
training data and data preprocessing.

2. The evaluation metrics used to report results are not
properly specified. There are many metrics which can
be used to evaluate ML models, for example, accuracy,
receiver operator curve (ROC), or mean squared error
(MSE). It is important to define these metrics and also
explain why they were used.

3. Often results are selectively reported, for example,
researchers may only provide results for the best test run
out of many test runs, instead of properly assessing and
reporting average values and variances (Belz et al. 2021).

Generally, it is important for studies to use a robust
methodology and provide detailed reports so that other
researchers can verify results and understand how analy-
ses were conducted. While ML models have proven highly
effective in biomedical fields, studies often fall short in
providing comprehensive and high-quality reporting. For
example, in studies on predicting cardiometabolic risk
from dietary patterns (Panaretos et al. 2018) or supporting
the clinical management of diabetes (Rahimi et al. 2022),
ML models were observed to be very promising. While this
further enhances the promise of applying ML models for
various clinical prediction tasks, there is a clear need for
thorough reporting and validation of these models to allow
for their integration into routine clinical care (Rahimi et al.
2022). This is also true for the application of ML models for
cancer imaging, where ML models often surpass radiolo-
gists in performance, but publications on these models lack
the documentation details needed to reproduce the results
(Provenzano et al. 2021).

Spin practices and publication bias

Another issue commonly observed in ML-based research
that negatively affects reproducibility is “spin.” It refers to
the misuse of language to “intentionally or unintentionally
affect the interpretation of study findings.” It is also under-
stood as an inconsistency between the study results and the
conclusions, in the sense that results are over-generalized
or the claimed conclusions are not supported by the scien-
tific method. This has been shown to impact both the inter-
pretations and decision-making by readers (Navarro et al.
2023). In ML-based biomedical research, the most com-
mon practice of spin includes recommending models for
various applications without providing external validation
in the same study. More concretely, the recommendation to
use a model either in a clinical setting or for a different pop-
ulation is only validated in approximately 15% of the cases.
Other observed instances of spin are invalid comparisons
of results to previous studies and the use of leading words

and strong statements to make the results sound more sig-
nificant (Navarro et al. 2023). The prevalence of spin can
perhaps be attributed in large part to the academic culture
of “publish or perish” and its associated reward systems.
Valuing and rewarding perceived novelty and potential
impact over basic rigor and responsible reporting can lead
researchers to inflate claims in hopes of acceptance in the
most prestigious venues. It can also skew the literature in
other ways, leading to so-called “publication bias” (Saidi,
Dasarathy, and Berisha 2024). Here, in addition to spin
and the aforementioned selective reporting of (usually pos-
itive) results, the role of the peer review system is also
in question, given known biases on the part of reviewers
that can lead to preferential treatment for researchers from
specific regions, institutions, or demographics, or for cer-
tain types of research (Lee et al. 2013). Other kinds of bias,
such as “complexity bias” (tendency to prefer complicated
over simple results and explanations), are also known to
influence acceptance decisions (Trosten 2023).

Finally, we note how a core aspect of computer science
culture may exacerbate these issues, namely the impor-
tance of conference rankings. Within computer science,
the prime mode of publication is within conference
proceedings, with conferences ranked A* to C by bodies
such as ICORE.! To date, surprisingly little has been
said regarding the analogous nature of such conference
rankings to other metrics like the Journal Impact Factor,
where a rich literature exists critiquing its worth as an
indicator of quality or impact for individual pieces of work
(Lariviere and Sugimoto 2019). Although elaboration at
length on this issue is outside the scope of this article, we
suggest this as an underexplored topic for future research.
Such research can build on a rich evidence-base exploring
downstream ill-effects of badly designed or misused
metrics, including distortion of incentives (Smaldino
and McElreath 2016), inviting manipulation or gaming
(Biagioli and Lippman 2020), goal displacement and
task reduction (Rijcke et al. 2016), and influencing core
academic values (Burrows 2012).

R2 code
Limited access to code

Published ML research is often not accompanied by avail-
able data and code. Only one-third of researchers share
data, and even fewer share their source code (Hutson
2018). This can be attributed to several factors, such as
the increasing pressure on researchers to publish quickly,
which often leaves insufficient time to refine code and
decreases the willingness to share it. Additionally, con-
cerns about intellectual property may further discourage
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researchers from releasing their code. According to
Gundersen and Kjensmo (2018), sharing ML code to facil-
itate reproducibility requires publishing seven pieces of
information: hypothesis, prediction method, source code,
hardware specifications, software dependencies, experi-
ment setup, and experiment source code. Unfortunately,
current research rarely meets these requirements, leading
to reproducibility issues due to different software versions,
hyperparameter settings, or hardware differences (Hong
2013; Belz 2021). For example, research in recommender
systems has struggled with the lack of shared code, signifi-
cantly contributing to a lack of reproducibility. Even when
code is shared, it is often incomplete, poorly documented,
or limited to pseudocode or skeletal implementations
rather than fully executable code (Cremonesi and Jannach
2021). To address this, shared code should encompass
comprehensive documentation, including scripts for data
preprocessing, hyperparameter tuning, management of
random seeds, and implementations for comparisons
against baseline models.

R3 data
Limited access to data

The main reproducibility barrier associated with R3 Data
is that data is simply not shared or made publicly available
most of the time (Hutson 2018b). A review in biomedical
research, specifically radiomics, investigated 257 recent
ML publications and found that only 16 of them shared
data or used publicly accessible datasets (D’Antonoli et al.
2024). This could be due to privacy concerns or a lack of
incentives and motivation. Moreover, many benchmark
and training datasets encounter challenges related to
copyright, licensing, and longevity. These datasets may
also raise ethical concerns, such as the unintentional
inclusion of privacy-sensitive or harmful content, mak-
ing it difficult to share the data for ML model training
(Paullada et al. 2021). Similar to the sharing of source
code, sharing only the datasets is insufficient without
sufficiently detailed levels of documentation. For proper
use, it is also important to share specific splits, that is, the
training dataset, validation dataset, and test dataset (Gun-
dersen and Kjensmo 2018). Furthermore, data sharing
needs to be accompanied by documentation specifying
details about the provenance and preprocessing of data.
Significant recent initiatives aiming at improvement
here are as follows: Croissant, a unified format for ML
datasets that integrates metadata, resource descriptions,
data structure, and default ML semantics in a single
file?; and MLCommons, which is working towards open
benchmarks and public data®. In addition, RO-Crate is

a standard for packaging data and other research objects
together with data to enable reuse and reproducibility.*
Standardizing and mainstreaming these practices is
essential for validation and checking of methods. We next
discuss two common methodological errors related to data,
data leakage, and bias, and their impact on reproducibility.

Data leakage

In practice, methodological issues such as data leakage
(also referred to as target leakage) often hinder the repro-
ducibility of ML-based research (Kapoor and Narayanan
2023). This is due to the growing number of nonexperts
employing ML across different research fields (Gibney
2022), which is fueled by the ease of application of ML
libraries and no-code off-the-shelf AI tools. In essence,
data leakage happens when data on which the ML model
should not be trained leaks into the training process.
Data leakage can be categorized into three subcategories
(Kapoor and Narayanan 2023):

1. No clean train/test split. Here, four variants are possi-
ble: (1) training data and test data are not split at all, (2)
test data are also used to select the best features from
the training data (feature selection), (3) test data are also
used for imputation of missing data during preprocess-
ing, and (4) duplicates occur in the training and test
data.

2. Use of nonlegitimate data. For example, when the use
of antihypertensive drugs is used as a feature to predict
hypertension. This data is nonlegitimate, since it would
not be available in a real-world scenario (people are
prescribed those drugs because of a hypertension diag-
nosis) and would be useless for predicting hypertension
in undiagnosed patients.

3. Test set is not drawn from the distribution of scientific
interest. There are three possible variants as follows: (i)
temporal leakage, which is problematic for ML models
that attempt to predict future outcomes, that is, when
some training samples have a later timestamp than sam-
ples available in the test set; (ii) the training and test
data are not independent of each other, for example,
there should not be samples in the training and test data
that are drawn from the same person; and (iii) the test
set is not chosen selectively, for instance, if the model is
solely evaluated on data, on which it performs well.

Bias

Bias in ML refers to the error introduced by approximat-
ing a real-world problem, which may be complex, by a
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simplified model, often leading to systematic deviations
from the real world. Furthermore, biases can arise when
the model contains imbalances or reflects existing soci-
etal biases (Mehrabi et al. 2021). ML models, which are
subject to bias, are prone to generalization issues, and are
therefore potentially problematic for ML reproducibility.
There are eight kinds of bias that can arise during the
data handling phase of ML development (Rouzrokh et al.
2022): (i) selection bias—using data not being represen-
tative of the target group; (ii) exclusion bias—excluding
particular data samples based on the belief that they
are unimportant; (iii) measurement bias—favoring cer-
tain measurement results; (iv) recall bias—labeling similar
data samples differently; (v) survey bias—introducing
data issues stemming from data collection surveys; (vi)
confirmation bias—favoring information, which confirms
previous beliefs; (vii) prejudice bias—including human-
related prejudices in training data; and (viii) algorithmic
bias—replicating or amplifying biases by the inner work-
ings of the algorithms. Bias, such as selection bias, often
leads to the issue of validity shrinkage in biomedical sci-
ence research (Ivanescu et al. 2016). For example, in obesity
and nutritional research, ML is used to predict obesity,
heart rate, or the risk of a heart attack based on data from
an individual. Here, validity shrinkage refers to the issue
that a predictive model trained on a subset of data will most
probably not perform well on new samples. The difference
between predictive performance on known data and new
data, however, is most often not accounted for in nutri-
tional science, and therefore also leads to performance
claims that cannot be reproduced (Ivanescu et al. 2016).

R4 experiment
Inherent nondeterminism

Inherent nondeterminism in ML models means that
results can vary between test runs, even with identical
code, data, and hyperparameters. This variation arises
from sources of randomness during training, such as,
for example, random parameter initialization, stochastic
optimization, and random data subsampling (e.g., in
k-fold cross-validation) and the complex interactions
between them, which are fundamental characteristics of
most ML workflows (Leventi-Peetz and Ostreich 2022;
Raste et al. 2022). Neural networks are especially known
for their inherent nondeterminism, leading to varied com-
putational outcomes in multiple reruns due to increased
sources of randomness during training (Ahmed and
Lofstead 2022). In some cases, inherent nondeterminism
can cause such large variations that reruns not only yield
slightly different outcomes, but also lead to significant

fluctuations in the performance of an ML model (Ahmed
and Lofstead 2022) or to varying conclusions in ML model
comparisons (Gundersen, Shamsaliei, et al. 2023). This
issue is exacerbated when other sources of variation,
such as different hyperparameters, are introduced to
the ML model. In such cases, the impact can be mag-
nified, and it is often observed that minor changes in
hyperparameters can result in significant performance
loss (Belz et al. 2021). Reviews of reproducibility in both
NLP research (Belz et al. 2021) and biomedical research
(Ahmed, Tchoua, and Lofstead 2022) highlight these core
issues with nondeterminism that are exemplary for ML
research because they reflect challenges that are prevalent
across ML-based research and serve as representative
examples of the broader reproducibility crisis faced by
the ML community. Simply rerunning the original code
of an experiment during a reproduction leads to large
variances of results and different computational outcomes
on each run. Reinforcement learning, a subfield of ML,
is particularly susceptible to these reproducibility issues,
partially because of additional sources of nondeterminism,
such as the reinforcement learning environment or policy
(Nagarajan, Warnell, and Stone 2018).

Environmental differences

Various studies have demonstrated that hardware differ-
ences, such as different GPUs or CPUs, and compiler
settings can lead to different computational outcomes
(Hong et al. 2013). Additionally, a comparison between
the same ML algorithm with fixed random seeds executed
using PyTorch® and TensorFlow® resulted in different
performances (Pouchard, Lin, and Van Dam 2020). Fur-
thermore, even different versions of the same framework
can lead to different performance results (Shahriari, Ram-
ler, and Fischer 2022). A comparison of the results of
experiments performed on different hosted ML platforms
also found that out-of-the-box reproducibility is not guar-
anteed there (Gundersen, Shamsaliei, and Isdahl 2022).
Another important factor is the use of GPUs, which can
increase randomness compared to the use of CPUs. This
is due to parallel optimization and the use of optimizers
in ML frameworks, such as PyTorch and TensorFlow. As a
result, some researchers have resorted to solely using CPUs
for executing their experiments. However, this comes at
the expense of runtime-efficiency (Alahmari et al. 2020).

Limited access to computational resources

The barrier to ML reproducibility posed by limited access
to computational resources has recently become evident
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in the case of transformer-based Large Language Mod-
els (LLMs) (Beam, Manrai, and Ghassemi 2020). These
transformer architectures need a vast amount of data and
computational resources, to which most researchers have
limited access. Estimates have calculated the costs to repro-
duce one model to be around $1 million to $3.2 million
(Beam, Manrai, and Ghassemi 2020). Another study found
that the needed computational resources are one of the
most significant factors impacting reproducibility (Raff
2019). Especially ML models, which require computational
clusters for training and optimization, are notably hard
to reproduce.

DRIVERS FOR ML REPRODUCIBILITY

In this section, we discuss drivers for ML reproducibil-
ity, which we subdivide into (i) technology-based drivers,
(ii) procedural drivers, and (iii) drivers related to aware-
ness and education. For every driver, we also provide case
studies or examples from the literature illustrating the
effectiveness of the driver for ML reproducibility.

Technology-based drivers
Hosting services

Utilizing hosting services offers an efficient way to share
code, data, and ML model parameter settings, thus
supporting the reproducibility of ML-driven research (Tat-
man, VanderPlas, and Dane 2018). Examples of hosting ser-
vices include the runtime environments of ML platforms.
If the original author runs the ML experiment in such a
runtime environment, for example, Kaggle Notebooks’,
Google Colab®, or CodaLab’, researchers attempting to
reproduce the results should be able to execute the exper-
iment within the same environment. The main advantage
of using a hosting service is that the provider takes care of
the logistics of code hosting and distribution. However, the
main drawbacks are the limits on data size and computa-
tional resources. Since these hosting services are run in the
cloud, there are restrictions on how many resources a sin-
gle user can utilize. The limit on resources varies between
different hosting services and is limited by users’ available
funds and sometimes subscription levels. Because of these
limits, hosting services may not be suitable for all research
purposes, especially considering the compute-intensive
nature of novel ML models, such as LLMs.

As said above, the degree to which such services
offer out-of-the-box reproducibility remains highly
questionable (Gundersen, Shamsaliei, and Isdahl 2022).
Nevertheless, some hosting services have effectively been
used to create end-to-end reproducible AI pipelines,

especially in conjunction with standardized datasets such
as the National Cancer Institute Imaging Data Commons
(Fedorov et al. 2023). The effectiveness of hosting services
for ML reproducibility has been shown for research in radi-
ology (Bontempi et al. 2024) and similar reproducibility
experiments have been successfully conducted in pathol-
ogy research (Schacherer et al. 2023). As also noted in
these experiments, it is important that results are reported
with a quantification of the variance across different test
runs, since effects of randomness could still be prevalent.

Virtualization

Reproducing the environment and setup of any ML exper-
iment requires the consideration of existing dependencies
and software versions, and is usually a complex task itself.
Virtualization can simplify this process by bundling the
essential components of ML models and experiments, such
as the dependencies and code, into a single package for
sharing with other researchers. Thus, if the authors of a
paper build the experiment in a virtual environment, issues
associated with setup reproduction can be greatly reduced.
However, the adoption of virtualization by researchers
depends on its user-friendliness and the effort of inte-
gration into their current workflows (Boettiger 2015).
Concerns about virtualization include its limitations in
allowing researchers to build upon them in a scalable man-
ner. Traditional virtual machines (VMs) emulate an entire
operating system for setting up and running experiments.
The use of containerization software like Docker'® has
become more popular in recent years. Containers are more
lightweight and flexible than VMs, making it easier to
adapt environments for follow-up studies (Boettiger 2015).
There are also designated platforms for computational
research, such as Code Ocean!!, that offer virtualization
via so-called reproducible capsules. Their focus, in par-
ticular, is to simplify the virtualization process and allow
researchers to focus on the research itself rather than the
standardization of environments (Clyburne-Sherin, Fei,
and Green 2019). Additionally, there are many other tools,
such as ReproZip (Chirigati et al. 2016), one of the recom-
mended tools by the SIGMOD Reproducibility Availability
and Reproducibility Initiative'” to streamline reproducibil-
ity, and DetTrace (Navarro Leija et al. 2020), which aims to
ensure completely deterministic computations.

The use of containers is rapidly gaining in popularity
across many research fields, for example, neuroscience
and genomics (Moreau, Wiebels, and Boettiger 2023).
Notably, the platform Code Ocean has been integrated
into the peer reviewing process by Nature journals to
support the submission process of experiments (Editorial
2022). This widespread adoption highlights the suitability
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of containers to enhance experiment sharing and improve
reproducibility. Furthermore, a case study has compared
10 different containerization-based approaches for repro-
ducibility (Choi et al. 2023). The strengths and weaknesses
of each approach were analyzed, with results demonstrat-
ing the suitability of containers to enhance reproducibility
by encapsulating the computational environment and
to decrease the effort for publishing reproducible ML-
based experiments.

Managing sources of randomness

Many different sources of randomness during ML training
lead to the ifor example, via random number seeds, deter-
ministic algorithms, or other methods, could therefore
greatly increase reproducibility. Fixed random number
seeds should be used and published to make ML experi-
ments more reproducible and control a number of sources
of inherent nondeterminism. A seed is a first value used to
initialize the pseudo-random number generator. When the
same seed is used, the sequence of pseudo-random num-
bers generated is deterministic, meaning it will be the same
every time the code is run. Experiments have shown that
fixing random seeds can effectively ensure reproducible
results when algorithms are not being executed in parallel
on GPUs (Ahmed and Lofstead 2022). Additionally, one
case study has shown that achieving reproducibility for
GPU-trained neural networks (Chen et al. 2022) is possible
through a method known as patching. Patching aims to
replace nondeterministic operations with deterministic
ones. In the case study, a systematic patching approach
was successful in achieving reproducible image classifi-
cation results for six different neural network. However,
this process also leads to higher computational costs and
a time overhead, which was also analyzed in the study.
Additionally, ML models should be benchmarked and
evaluated with multiple random number seeds, such that
the variance can be reported and inform about the true
performance of an ML model (Raste et al. 2022). Similarly,
the use of uncertainty-aware quantification metrics to
evaluate ML models can also help increase reproducibility
(Pouchard, Lin, and Van Dam 2020).

Additionally, to counteract inherent nondeterminism
in reinforcement learning and achieve reproducible
evaluations, there exist frameworks, such as Gym-Ignition
(Brockman et al. 2016; Ferigo et al. 2020), rl_reach (Aum-
jaud et al. 2021), or MinAtar (Young and Tian 2019), which
act as standardized benchmarking environments. Within
them, different algorithms designed for the same task
can be evaluated and compared against each other in
a common environment. Some frameworks counteract
the effects of inherent nondeterminism by automatically

controlling random seeds and evaluating algorithms over
a number of runs. Finally, it is an ongoing field of research
to implement fully deterministic reinforcement learning
algorithms (Nagarajan, Warnell, and Stone 2018) and make
use of them within such frameworks (Tassa et al. 2018).

Privacy-preserving technologies

Privacy-preserving technologies support reproducibility, as
they enable the collaborative training of ML models with-
out sharing private or sensitive data. The main benefit
of this is that ML models can make use of larger and
more diverse data, thus helping to decrease bias and lead-
ing to more reproducible ML models. The main aim of
Privacy-Preserving Machine Learning (PPML) is to facil-
itate the use of privacy-sensitive data to create better ML
models, and, to allow data owners to collaboratively train
ML models on private data. In that regard, PPML has
several requirements. First, protecting the confidentiality
of the training data. Second, preventing the leakage of
sensitive information from ML model parameters and out-
puts, that is, to hinder the re-identification of individuals.
Third, achieving the listed security and privacy aspects
while still preserving the utility of the ML model (Xu,
Baracaldo, and Joshi 2021). To achieve this, a number of
different techniques are being used and developed, mainly
Differential Privacy (DP), Homomorphic Encryption (HE),
Secure Multi-Party Computation (SMPC), and Federated
Learning (FL) (De Cristofaro 2021). These techniques are
implemented in software libraries such as TensorFlow Pri-
vacy, PySyft, ML Privacy Meter, CryptFlow, or Crypten
(Aslanyan and Vasilikos 2020). Furthermore, data can
be made anonymous by removing identifiable personal
information. However, if too much data are removed, the
ML models may perform poorly. If not enough data are
removed, it may still be possible to re-identify individu-
als by combining many different nonunique features (Xu,
Baracaldo, and Joshi 2021).

An alternative approach to PPML is to generate syn-
thetic data that captures the same information as the
original data. A robust technique for creating such
datasets can produce readily available datasets of nearly
any size, as demonstrated in biomedical fields. This
approach has led to the development of Synthea, a soft-
ware package designed to generate synthetic patient data
and electronic health care records (Walonoski et al. 2018).
It is, however, important to mention that there is still a
gap in efficiency between theoretical advancements and
real-world applications when using PPML techniques.
To this end, one study conducting reproductions of 26
state-of-the-art applications of PPML has highlighted the
challenges of balancing computational efficiency, privacy
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guarantees, and model utility, while emphasizing the need
for improved reproducibility, open-source availability, and
practical scalability Khan et al. (2024).

Tools and platforms

There are many tools and platforms that assist in the imple-
mentation and management of ML models and ML-based
applications. A recent study has evaluated 19 ML tools to
gain insights into their concepts constituting reproducibil-
ity support (Quaranta, Calefato, and Lanubile 2022). As
a result, five main pillars of ML reproducibility in tools
and platforms were identified: (i) code versioning, (ii) data
access, (iii) data versioning, (iv) experiment logging, and
(v) pipeline creation. Most of these pillars are associated
with managing and keeping track of different artifacts
created during phases of the ML lifecycle (i.e., design,
development, and deployment) as for instance, datasets,
labels, code, logs, environment dependencies, random
number seeds, or hyperparameters (Schlegel and Sattler
2023). Each of these artifacts influences the final results
of the ML model. Consequently, most tools aim to collect,
store, and manage these artifacts, ensuring researchers
can access and use them during reproduction attempts.
Notable are also various tools and platforms for experiment
tracking (Schlegel and Sattler 2023), such as:

- DVC": A version control system for ML projects with a
command-line interface similar to Git'*. It integrates with
Git, supports cloud storage, and handles large versioning
of datasets. DVC ensures full code and data provenance by
enabling experiment tracking.

- MLflow": An open-source tool for supporting ML
experiment tracking, ML model deployment, and central-
ized model storage. Additionally, it provides an easy-to-use
Web dashboard.

- RO-Crate'’: A specification, implemented by a num-
ber of tools, aimed at aggregating and describing research
data and metadata Soiland-Reyes et al. (2022). Although
not specifically designed for ML, RO-Crate can aggre-
gate and represent any resource, making it applicable for
managing ML artifacts as well.

—dToolAI (Hartley and Olsson 2020): Collects and pack-
ages ML models together with supplemental information,
such as hyperparameter settings, appropriate metadata,
and persistent URIs for model training data. In contrast
to the other tools, dToolAl is specifically tailored towards
Deep Learning models.

AutoML platforms, such as H20 Driverless AI'7, Google
Cloud AutoML'®, DataRobot'?, are a novel subcategory
of ML tools that aim to aid with every aspect of the
ML lifecycle, from data aggregation to model deployment.
Thus, AutoML tools could facilitate more standardized ML

models and also take care of tasks like hyperparameter
optimization. It is, however, questionable how practical
these tools are for reproducible ML research, since they
often hide ML model optimization procedures. Recent
assessments of the reproducibility of AutoML tools also
came to the conclusion that current platforms cannot
provide out-of-the-box-reproducibility (Gundersen, Sham-
saliei, and Isdahl 2022; Pletzl et al. 2024). In a qualitative
analysis of the reproduction experiments, the latter study
did identify areas in which such tools can be enablers for
reproducibility, for example, due to their automatic docu-
mentation capabilities. However, the authors also identi-
fied aspects that need to be addressed, such as the need
for simplified tool user interfaces—as many participants
were overwhelmed by tool complexity and could not make
use of the documentation capabilities—and more built-
in reproducibility capabilities, which support the sharing
of code and data (Pletzl et al. 2024). Furthermore, some
AutoML tools, such as H20 Driverless Al, aim to address
problems such as model overfitting. In the case of data
leakage, this is done by checking for a strong correlation
between a feature and the target and then taking action,
for example, warning the user or automatically handling it.
This is, however, a very simple solution to the problem and
does not address the more complex cases of data leakage
that are often present in research, for example, temporal
leakage.

Procedural drivers
Standardized datasets and evaluation

Due to a lack of shared datasets, many researchers in ML-
driven research—most notably in biomedical fields—have
to use individually acquired data (McDermott et al. 2021).
The collection of such data is a time-consuming task and
bears a significant risk of causing reproducibility issues,
for example, bias or data leakage. Often, the number of
individual participants represented within datasets is not
very large and, thus, findings might suffer poor general-
izability. Creating shared and standardized datasets can,
therefore, (i) save researchers time in acquiring new data,
(ii) facilitate the collaborative and independent mainte-
nance and verification of data to minimize methodological
errors, and (iii) support transferability and generalizability
through the use of multi-institutional data (McDermott
et al. 2021). In addition to the standardization of datasets,
data cards (Pushkarna, Zaldivar, and Kjartansson 2022)
provide a consistent and comparable framework for
reporting essential aspects of ML datasets. This includes
information, for example, about access restrictions, risks,
and limitations associated with the usage of the dataset,
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or any preprocessing steps, amongst many other contents,
which are needed for reproducible ML development.

Another issue is the lack of standardized evaluation
methods, which leads to reported performances of ML
models often being overly optimistic (Cremonesi and Jan-
nach 2021). To ensure the statistical significance of ML
model evaluations, it is crucial to report performance as an
aggregate of results obtained from multiple random runs,
and with different random number seeds (Colas, Sigaud,
and Oudeyer 2018). Furthermore, ML models should, if
possible, be tested and evaluated on multiple different
datasets (Dror et al. 2017). This underscores the need for
standardized evaluation methods, which can be supported
by checklists or tools to prevent errors in this critical aspect
of ML research. For this, similarly to data cards, model
cards (Mitchell et al. 2019) are aimed to standardize the
evaluation and reporting of the performance of ML mod-
els for a variety of use cases. Model cards should inform
users about the possible applications of the ML model and
its limitations. In 2020, Google introduced the Model Card
Toolkit for the creation of model cards?’. In reinforce-
ment learning, the creation of standardized evaluation
pipelines is continually being researched to enable repro-
ducible benchmarking of different reinforcement learning
algorithms (Khetarpal et al. 2018).

The National Cancer Institute Imaging Data Commons
is an established example of standardized datasets in
biomedical research (Fedorov et al. 2023). As a cloud-
based repository, it contains a collection of cancer imaging
data and has been used successfully in reproduction
experiments in combination with hosting services. Other
notable examples include the MIMIC (Johnson et al. 2023)
database for electronic health records, or OGB (Hu et al.
2020) for applying ML on graph data. Efforts are also being
invested into increasing the reproducibility of language
models, for example, with the Holistic Evaluation of Lan-
guage Models (HELM) (Liang et al. 2022), which offers
a broad, scenario-diverse, and multimetric benchmarking
suite for language models. As demonstrated by the authors,
using HELM, new language models can be evaluated in
a more comprehensive way. Furthermore, the Language
Model Evaluation Harness (Im-eval) toolkit (Biderman
et al. 2024) is a framework designed for language model
evaluations and concerned with reproducibility aspects.
This tool has already been used by other researchers for
more reproducible language model evaluations (Faysse
et al. 2024; Kweon et al. 2024). However, it is important to
recognize how irreproducible most major models currently
are. There exists a live-tracker of model opennesszl, which
has reported that many projects, even those claiming to
be open source, “inherit undocumented data of dubious
legality,” that few projects share data or model or human
reinforcement learning (RLHF) weights, and that “careful

scientific documentation is exceedingly rare” (Liesenfeld,
Lopez, and Dingemanse 2023).

Guidelines and checklists

There are many guidelines and checklists that outline best
practices for increasing the reproducibility of ML. The
guidelines are often aimed at specific parts of the ML work-
flow. For example, the FAIR principles’” aim to improve
the management and stewardship of scientific data by
making scientific data findable, accessible, interoperable,
and re-usable. Other guidelines promote the transparency
and openness of scientific reporting in general, such as
the TOP guidelines?’, which target journals. Similarly,
checklists provide a simple framework for ensuring certain
criteria are met. Checklists have been applied effectively in
the past, for example, in safety-critical systems, where they
were used as early as in 1935 to complete preflight checks in
Boeing airplanes. A promising example is the ML checklist
proposed in Pineau et al. (2021), which has been sug-
gested as best practice by researchers of different fields, for
example, in chemistry (Artrith et al. 2021). The checklist
requests information about (i) the models and algorithms
being used, (ii) theoretical claims in the research article,
(iii) data, (iv) code, and (v) the ML experiment(s). How-
ever, one drawback of reproducibility checklists when used
for academic conferences and journals is the additional
workload they impose on already overburdened review-
ers. To mitigate this, one suggestion is to leverage LLMs
to assist the review process (Liu and Shah 2023).

Finally, numerous guidelines and checklists for ML
reproducibility have been recommended in various
research fields (Artrith et al. 2021). Especially in biomed-
ical fields, there has been a considerable adoption of
guidelines and checklists, such as the TRIPOD statement
(Collins et al. 2015), the CLAIM checklist (Mongan, Moy,
and Kahn 2020), the ROBUST-ML checklist (Al-Zaiti
et al. 2022), or PROBAST (Wolff et al. 2019). A systematic
review in biomedical research has shown that the use of
checklists is linked to increased reporting quality (Han
et al. 2017). The review examined 943 articles over 2
years and found that mandatory checklists increased the
inclusion of the main methodological information needed
to reproduce the experiments by 65%.

Model cards and model info sheets

Model cards (Mitchell et al. 2019) are documentation
sheets that provide information about ML models, includ-
ing their intended use, potential limitations, and ethical
considerations. They aim to enhance transparency in Al,
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by detailing aspects such as data used for training, per-
formance metrics, evaluation methodologies, and possible
biases. Model cards help users to understand and evalu-
ate ML models more comprehensively, such that they are
not deployed in unsuited contexts, and thus to increase
reproducibility. Similarly, model info sheets also provide
documentation about ML models, but are specifically
designed for the detection and prevention of data leakage
in ML models (Kapoor and Narayanan 2023). Model info
sheets are published alongside research to enable other
researchers to quickly verify the validity of the data used to
train ML models. They require authors to answer detailed
questions about the data and corresponding train/test
splits, targeting various types of data leakage (Kapoor and
Narayanan 2023).

An empirical study investigating 12 papers, making use
of ML methods for prediction, found that a third were sub-
ject to some type of data leakage (Kapoor and Narayanan
2023), and that in all those cases, leakage errors could have
been prevented by the use of model info sheets. Despite
that, model info sheets have two main drawbacks: first,
verifying the correctness of info sheets only works after
reproducing the results; second, completing these sheets
requires a certain level of expertise in ML. In general,
model cards and model info sheets represent a promising,
low-effort driver for ML reproducibility. They are espe-
cially useful in handling some of the methodological issues
associated with ML models that could arise (Kapoor and
Narayanan 2023).

Awareness and education

Awareness of reproducibility issues and available train-
ing/education to support reproducibility can be a powerful
driver for ML reproducibility (Wiggins and Christopher-
son 2019).

Publication policies and initiatives

To enhance awareness and establish a minimum of
reproducibility standards, the policies of scientific jour-
nals are considered an influencing factor. A number of
journals already mandate data and/or code availability
for publication (Hardwicke et al. 2018; Peng 2015; Pineau
et al. 2021). However, to address issues such as result
manipulation, more extensive journal participation is
needed to, for instance, introduce preregistration where
researchers register their research intentions for future
publication. This approach ensures credibility by sep-
arating the research plan from experimental outcomes
(Nosek et al. 2019; Stremland 2019), thereby reducing spin

practices, HARKing, and p-hacking (Gundersen, Sham-
saliei, and Isdahl 2022). The ACM TORS (Transactions
on Recommender Systems) journal exemplifies this by
allowing preregistration and publishing “reproducibility
papers” dedicated to reproduction studies and enhancing
reproducibility tools. Apart from that, various initiatives
have been launched to raise awareness of reproducibility
issues. A few examples are the following:

- The ReScience journal publishes peer-reviewed papers
discussing attempts to reproduce original publications.
These reproductions are published on GitHub?* and avail-
able to other researchers (Rougier et al. 2017).

- PapersWithCode.com? is a resource for (i) ML papers,
accompanied by the code; (ii) datasets; and (iii) ML
methods. The ML papers include a link to a repository,
which features the code and other artifacts for reproducing
the results.

- Reproducibility challenges, where several researchers
try to reproduce many recent publications in parallel, are
being held frequently. These challenges allow for an anal-
ysis of the success rate of reproduction and can be used to
evaluate progress over multiple years (Pineau et al. 2021).
Additionally, conferences such as the European Confer-
ence on Information Retrieval (ECIR) provide special
reproducibility tracks, in which researchers are encour-
aged to reproduce existing papers and build upon their
results (e.g., Kowald and Lacic (2022); Kowald, Schedl, and
Lex (2020); Muellner, Kowald, and Lex (2021)).

- The ACM has convened a new emerging interest
group on reproducibility’. The main goals are to (i) con-
tribute to the development of reproducibility standards,
practices, and policies; (ii) promote the development and
evaluation of tools and methodologies; and (iii) encourage
best practices.

- ReproducedPapers.org is another online repository
fostering reproductions. It further focuses on education by
incorporating a reproduction project into a Master’s level
ML course at TU Delft (Yildiz et al. 2021).

As also indicated by research in information retrieval
and recommender systems, increased awareness and edu-
cation in the form of publication policies and initia-
tives can address reproducibility issues by emphasizing
robust experimental practices, methodological rigor, and
the development of shared resources among the differ-
ent actors identified, that is, students, educators, scholars,
practitioners, and decision-makers (Bauer et al. 2023).

MAPPING DRIVERS TO BARRIERS

In this section, we map the drivers of reproducibility
to the barriers in the form of a drivers-barriers matrix.
This will be based on the definition and categorization of
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reproducibility as a foundation (“Defining Reproducibil-
ity” section), and the identification of the major barriers
(“Barriers in ML Reproducibility” section) and drivers
(“Drivers for ML Reproducibility” section) of ML repro-
ducibility. The resulting drivers-barriers matrix is depicted
in Figure 2 and categorizes the barriers into the four dif-
ferent types of ML reproducibility, that is, RI Description,
R2 Code, R3 Data, R4 Experiment (Gundersen 2021), and
drivers into technology-driven drivers, procedural drivers,
and drivers related to awareness and education.

Our drivers-barriers matrix shows that there are often
multiple drivers for the same barrier. Consequently, there
are also several possible solutions for a barrier or dif-
ferent aspects of a barrier. The mapping allows us to
quickly assess which drivers address the different barri-
ers and which barriers have a higher or lower number of
drivers associated with them. It underlines the need for
context-dependent approaches instead of “one-size-fits-
all” solutions, as the proper selection of a suitable driver
depends on the specific conditions and existing barriers
relevant to any ML application. We describe intersections
between drivers and barriers in more detail in the follow-
ing and close this section with an overview of strengths and
potential limitations of the identified drivers.

R1 description. Completeness and quality of report-
ing, as well as spin practices and publication bias, present
the major barriers associated with RI Description. These
are characterized as missing information in reports and
overinflated results that hinder reproducibility.

The major drivers for completeness and report quality
are guidelines and checklists. Guidelines provide best prac-
tices to adopt in order to achieve reproducible ML research.

Furthermore, many checklists exist that comprehensively
state the different pitfalls and provide information on
how they can be avoided. Researchers can use them to
ensure their research meets the desired standards. Fur-
thermore, some of these checklists and guidelines are
enforced by journals, such that research will only be pub-
lished if certain criteria are met. In comparison, spin
practices are not as easily identifiable. In this case, the dis-
cussion within the research community centers around
removing the incentives for inflating research results. A
particularly effective driver for this is preregistration as
an example for publication policies and initiatives, where
researchers submit research objectives and methods for
review before conducting the research. If accepted, the
research will be published regardless of the outcome (i.e.,
whether results are positive, negative, or null), thereby
minimizing spin practices.

R2 code. Code sharing is essential to reproducibility,
which makes limited access to code a significant barrier
in the field. However, it is often neglected as the process
is not trivial. To make shared code useful to the scien-
tific community, it is necessary to share, in addition to
the source code, the information about the entire software
setup and dependencies, including software versions and
hardware configurations. To assist with this, researchers
may consider running their code in hosting services or virtu-
alization environments, which we identified as drivers for
code sharing. Both have similar advantages, that is, they
can easily be shared and made public for other researchers
to use. As a consequence, it will give reproducers imme-
diate access to code, including the complete configuration
setup, such as dependencies and versions. Hosting services
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are a quicker and easier way of achieving this; however,
they may be subject to different resource limits. Virtual-
ization (e.g., VMs or containers) is more difficult to set up
but offers more flexibility and is not externally (e.g., by a
provider) restricted in capabilities and resources. Further-
more, tools and platforms can be drivers for reproducibility.
A lot of ML tools provide capabilities for code versioning
or other features, which are key to reproducibility. One
example is dTool Al (Hartley and Olsson 2020), which auto-
matically logs the supplemental information of the code,
that is, metadata, hyperparameters, and more, which are
essential for ML reproducibility.

R3 data. Data-related barriers are a severe obstacle to
ML reproducibility due to the research fields’ data-driven
nature, where limited access to data forms a major chal-
lenge. Privacy concerns are among the crucial arguments
that cause hesitation in sharing data. The need for data
privacy is evident, especially in biomedical fields, which
deal with patients’ electronic health records. Nevertheless,
itincreases reproducibility issues in ML-based science and,
thus, delays technological progress within these domains.
However, there are several approaches that aim to meet the
requirements of sharing sensitive data: Privacy-preserving
technologies allow reproducers to train ML models on pri-
vate data without actually possessing the data. This way,
reproduction becomes possible without violating potential
privacy regulations. Other than that, the use of stan-
dardized datasets and evaluation can support issues in
regard to dataset meta-information, including the specifi-
cation of train-test splits and data provenance. Once again,
tools and platforms can assist with data versioning, and
numerous guidelines and checklists have been proposed
to address the provenance of data. These guidelines and
checklists are designed to help researchers to avoid com-
mon pitfalls. Current initiatives are supported by journals
that more frequently require data to be shared as part of
a publication.

Concerning methodological errors associated with the
data, data leakage is a major issue, which can, for instance,
be mitigated using standardized datasets and evaluation.
Other drivers to solve data leakage are model info sheets
and model cards, which are provided as supplemental
information to a published dataset. Even though there are
some limitations to model info sheets, they are capable of
detecting all types of data leakage. Bias is another method-
ological error, leading to irreproducible results. This is
because the biased data usually do not generalize well
to problems outside the experimental setup of a specific
ML study. Bias has been an important source of con-
cern, for example, in biomedical fields. Effects thereof can
again be minimized using standardized datasets and eval-
uation or specific guidelines and checklists, for example,
ROBUST-ML (Al-Zaiti et al. 2022).

R4 experiment. If an ML experiment is shared entirely
and code and data are available, that is, reproducibility
type R4 Experiment, there are still three barriers, which
can lead to irreproducible results. Inherent nondetermin-
ism arises from the different sources of randomness in ML,
and makes it difficult to achieve repeatable results, even
on the same machine. There are, however, methods to
manage the sources of randomness, such as fixed random
seeds and deterministic implementations, while compre-
hensively mitigating all sources of randomness is still a
very challenging endeavor.

Another barrier is described as environmental differ-
ences, which has two main issues associated with it, that is,
software differences and hardware differences. Both types
of differences can be avoided by using either hosting ser-
vices or virtualization; constraints can be assumed to be
similar to the barrier of limited access to code. Limited access
to computational resources constitutes another barrier to
ML reproducibility identified in this work. The issue is
particularly problematic for research using LLMs because
of their need for extensive computational resources in
training and reproduction. Hosting services offer a solu-
tion, providing access to pretrained models and allowing
researchers to directly access and run respective models
on-site. Finally, Table 1 gives an overview of strengths and
potential limitations of the identified drivers. As we can
see, the choice of using a particular driver strongly depends
on the given use and to what extent potential limitations
are applicable for the use case.

CONCLUSION

In this paper, we examined the barriers and drivers associ-
ated with the four types of ML reproducibility as outlined
by Gundersen et al. (description, data, code, and experi-
ment) (Gundersen 2021), specifically in the cases of com-
puter science and biomedical research. We synthesized
our findings into a drivers-barriers matrix to summarize
and illustrate which drivers are feasible solutions to the
various barriers. We observe that the barriers to ML repro-
ducibility can be addressed through three kinds of drivers:
technology-driven solutions, procedural improvements,
and enhanced awareness and education. It is important
to highlight that, in theory, awareness and education can
complement the other drivers and serve as a foundational
basis for overcoming reproducibility-related challenges.
One of the main issues hindering reproducibility in
research appears to be rooted in the cultural aspects of
research communities. As argued by Bauer et al. (2023)
and Chiarelli, Loffreda, and Johnson (2021), the current
incentives for conducting reproducible research are lim-
ited, and open research is often regarded as an unrewarded
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TABLE 1

Driver Strengths

Hosting services Facilitates sharing of models, code, and

datasets; increases accessibility.

Virtualization Enables environment replication (e.g.,
Docker, virtual machines); resolves
dependency issues.

Managing Critical for deterministic outcomes; has

sources of the potential to reduce and even

randomness eliminate variances across multiple runs.

Privacy- Expands access to sensitive datasets

preserving without compromising privacy.

technologies

Tools and Can streamline reproducibility practices

platforms and automatically acquire reproducibility
artifacts.

Standardized Provides consistency and comparability

datasets and for results across studies.

evaluation

Guidelines, Promotes best practices through

checklists structured processes (e.g., reproducibility
checklists).

Model info Improves transparency around model

sheets and design and intended use.

model cards

Publication Drive cultural change by incentivizing
policies, openness (e.g., benchmarks,
initiatives competitions).

additional effort. Consequently, there is a lack of train-
ing and insufficient funding to cover the additional time
and resources required by researchers. Notably, the lack of
funding also impacts the ability to perform quality checks
during and after the publication process. Therefore, we
strongly believe that the way forward towards ML repro-
ducibility is rooted in better education and more awareness
of this topic among all involved stakeholders, for example,
students, educators, researchers, publishers, and policy-
makers. This, combined with the other tools and drivers
described in this paper, could lead to more reproducible
ML pipelines and, with this, more robust findings.

From a more technical perspective, the rise of AutoML
tools for ML development and ML tasks performed by
domain experts, (potentially) not having in-depth com-
puter or data science knowledge, could pose another
barrier to reproducibility (Haberl and Thalmann 2025).
We thus believe that future work should address the
increasing use of AutoML tools for AI development in
research (Haberl and Thalmann 2025) among noncom-
puter or data science experts. While these easy-to-use tools
can standardize ML workflows by default and include
documentation features, domain experts often lack the
necessary expertise to recognize potential problems asso-

Comparison of strengths and weaknesses of our identified drivers.

Potential Limitations

Out-of-the-box reproducibility is not yet provided and there
are limits to the available compute.

Requires technical expertise; may introduce overhead for
simple experiments.

Can be hard to implement consistently across frameworks;
only leads to point estimates of performance.

Still an emerging field; performance trade-offs can make
widespread adoption slower.

Out-of-the-box reproducibility is not yet provided, and
fragmentation of tools can lead to siloed solutions rather than
unified workflows.

May not generalize well to niche or domain-specific problems
and can be subject to privacy concerns.

Compliance can be time-consuming and may not be enforced
consistently.

Adoption is still limited; requires effort to standardize and
maintain across the community.

Impact depends on community participation and is a slow
process in general.

ciated with ML, such as biased or imbalanced data. Thus,
research on reproducibility should emphasize this chal-
lenge and aim to establish standards and guidelines for
the use of No and Low Code ML tools in research,
as well as the training required for their responsible
application.

In summary, we hope that our paper provides practi-
cal guidance and orientation for researchers employing
ML and clarifies the current state of play. Of course, in
such a dynamic and fast-paced research area, this discus-
sion opens up a series of further questions and avenues for
exploration. We recommend further investigation of the
various issues and potential solutions laid out here. We
would also encourage further investigation into the poten-
tial role of platforms (Gundersen, Shamsaliei, and Isdahl
2022) or foundation models (Hosseini et al. 2024) in further
exacerbating or alleviating these challenges.
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