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Abstract

Multistakeholder recommender systems are those that account for the impacts and prefer-
ences of multiple groups of individuals, not just the end users receiving recommendations.
Due to their complexity, these systems cannot be evaluated strictly by the overall utility of
a single stakeholder, as is often the case of more mainstream recommender system applica-
tions. In this article, we focus our discussion on the challenges of multistakeholder evalua-
tion of recommender systems. We bring attention to the different aspects involved—from
the range of stakeholders involved (including but not limited to providers and consumers)
to the values and specific goals of each relevant stakeholder. We discuss how to move from

theoretical principles to practical implementation, providing specific use case examples.
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Finally, we outline open research directions for the RecSys community to explore. We
aim to provide guidance to researchers and practitioners about incorporating these com-
plex and domain-dependent issues of evaluation in the course of designing, developing, and

researching applications with multistakeholder aspects.
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1. Introduction

Understanding the performance of any machine learning system requires evaluation.
Research in recommender systems has focused almost exclusively on evaluating the experi-
ence of the end user receiving recommendations, even though recent research highlights the
crucial role that recommender systems play in larger ecosystems of commerce and media
distribution [3], I1]. To encompass the larger context of a complex recommender ecosystem
requires taking a broader view of evaluation (although end users will always be important).

This brings us to the topic of multistakeholder evaluation as defined in [3]:

“A multistakeholder evaluation is one in which the quality of recommen-

dations is assessed across multiple groups of stakeholders.”

The aim of this article is to provide an introduction to the topic of multistakeholder
evaluation of recommender systems. We provide (i) an overview of the types of recommen-
dation stakeholders that may be considered in conducting such evaluations, (ii) a discussion
of the considerations and values that enter into developing measures that capture outcomes
of interest for a diversity of stakeholders, (iii) an outline of a methodology for developing
and applying multistakeholder evaluation, and (iv) three examples of different multistake-
holder scenarios including derivations of evaluation metrics for different stakeholder groups
in these scenarios. While it goes without saying that a system designed with multiple stake-
holders in mind will need to be evaluated relative to the perspectives of such stakeholders,
multistakeholder evaluation does not necessarily imply that the recommender system in
question accounts for multiple stakeholders in its design or optimization objectives. One
may wish to audit the performance of the system relative to different stakeholders interests
without necessarily feeding all such measures back to the algorithm.

This work derives from a Dagstuhl seminar titled FEvaluation Perspectives of Recom-

mender Systems: Driving Research and Education [119]E| This article reflects the perspec-
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tives of a sub-group of the researchers in attendance focused on the multistakeholder evalu-
ation of recommender systems [I4]. These researchers individually contribute knowledge in
multistakeholder methodologies, their evaluation, as well as application to several domains
(music, HR, and education). In addition, the cumulative experience of these researchers
points to gaps in the multistakeholder evaluation for recommender systems. Notably, we
argue that the research to date does not have a clear method for developing evaluations
that reflect stakeholder impact or the wider range of possible impacts. In this article, we
make a case for revisiting value-sensitive design (c.f., [38]) and indicate necessary steps for
developing evaluation protocols, in addition to settling on metrics, and handling trade-offs
in stakeholder preferences. Finally, we argue that multistakeholder evaluation necessarily
reflects (often implicit) values (c.f., [105]), and that impactful evaluation requires the iden-
tification not only of a wider range of stakeholders, but also the specific characteristics of
a task such as: application specificity, context specificity, and institutional sensitivity.

Evaluating a methodology aimed at the development of software applications usually
goes through the definition of three main components [58]: (i) a list of feature requirements,
(ii) a method of scoring the features in the methodologies targeted, and (iii) a set of
guidelines for applying the evaluation framework. Among these components, a first-class
role is played by the identification of relevant features to assess the evaluation. A key
element for the evaluation is the identification of similarities and differences with other
methodologies as well as to set a common reference. This latter can always be used to set
a comparative evaluation of different methodologies as well as of different choices within
the same methodology. In the multistakeholder scenario we target, a common reference
baseline can always be set as the ”classical” consumer-only one.

In this work, we provide the reader with all the elements to evaluate the adopted

methodology with reference to the components mentioned before.

e Given the targeted stakeholders (a classification is provided in Section , for each

of them the system designer defines a set of features that follow clear values and goals



as highlighted in Section [2}

e The selected features, referring to different stakeholders, can be measured and scored,
as discussed in Section and eventually aggregated (see Section [3.4]) to provide an

overall holistic evaluation of the selected features/values.

e A set of practical guidelines are then provided in Section for conducting multi-

stakeholder evaluation.

In order to support the application of the multistakeholder evaluation, in Section [4] we
show how to apply the above mentioned guidelines with the introduction of some example
scenarios and metrics. Finally, in Section [5| we describe potential challenges in multistake-

holder recommendation.

1.1. Stakeholder types

The variety of stakeholders forming a recommendation ecosystem is suggested in Fig-

ure |1 and defined here, extending the terminology from [2, [3]:

Recommendation consumers are the traditional recommender system end users to whom
recommendations are delivered and to which typical forms of recommender system

evaluation are oriented.

Item providers form the general class of individuals or entities who create or otherwise

stand behind the items being recommended.

Upstream stakeholders are those potentially impacted by the recommender system through
the provider side of the interaction, but who are not direct contributors of items. For
example, in a music streaming recommender, a songwriter may receive royalties based
on songs that are played, but it is the musical artist’s performance of the respective

song that is the item actually being recommended and listened to.



Downstream stakeholders are those who are impacted by choices that recommendation
consumers make, by interacting with chosen items or being impacted by the use or
consumption of recommended items. For example, in a recommender system that
suggests children’s books to teachers, the children who ultimately get the books (and
their parents) are downstream stakeholders from the teachers who are the consumers,

receiving recommendations from the system [29] 32].

System stakeholder is intended to stand in for the organization creating and operating
the recommendation platform itself. A recommender system is implemented and
maintained for a reason, in support of an organization’s goals. An e-commerce site
may implement a recommender system to achieve goals around user satisfaction and
retention, quite related to the goals of consumers, but they may also have economic
goals (increasing average purchase basket size, for example) that are not necessarily

shared by the consumers or providers.

Third-party stakeholders are those individuals or groups who do not have direct inter-
action with the system that nonetheless have an interest in, or are impacted by, its
operation. For example, in a domain such as job recommendation, government agen-
cies charged with ensuring non-discrimination in hiring practices may be considered

stakeholders whose requirements are legally binding on the platform operator.

Third-party
stakeholder(s)

System
stakeholder(s)

Upstream Provider Platform Consumer Downstream
stakeholder(s) stakeholder(s)

Figure 1: A multistakeholder view of a recommendation ecosystem



As we have noted, the vast majority of recommender systems research focuses its eval-
uation only on the perspective of recommendation consumers. However, in most applica-
tions, numerous stakeholders are involved in the upstream and downstream parts of the
provisioning, recommending, and consumption process. Here, we illustrate this complexity
using a (hypothetical) music streaming application as an example—additional examples
from other application areas are described in Section [

Figure [2] shows the different stakeholders involved in the system, with songwriters,
artists, and label companies on the content production and provisioning side. The plat-
form (recommender system) plays the role of mediating between upstream and downstream
stakeholders. On the downstream side, consumers are the first-line stakeholders, but oth-
ers may also be affected by the recommendations, e.g., owners of concert venues where

recommended artists might appear.

SYSTEM STAKEHOLDERS

System
developers
UPSTREAM STAKEHOLDERS
Artists PROVIDER PLATFORM CONSUMER DOWNSTREAM STAKEHOLDERS
. Streaming X
Music labels . Listeners Venues
service
Songwriters

Figure 2: Stakeholder configuration for the music streaming example.

Stakeholders pursue specific goals that are driven by values (see Section meant
as generic concepts helping an individual to choose the best actions or behaviors [96],
08]. While values are generic concepts and may apply across a wide range of application
domains, goals can be seen as intermediate-level objectives that are operationalizations
of, for example, a generic human- or business-centric value. Each goal can be assessed
by different measures, which may be captured using a variety of concrete measurement
methods and metrics [33]. For the music streaming example, we present sample goals and

measures in Table [T} these are described in greater detail in rest of the article.



Unsurprisingly, the goals of different stakeholders may compete with each other. A
system that is seeking to satisfy competing stakeholders will need to balance stakeholder
goals in the recommendation process. In this example, conflicting goals may be that
system operators want to increase the monetary benefit by favoring popular artists and

songs, which might negatively affect the visibility of long-tail artists who want to build an

audience]
‘ H Upstream ‘ Provider ‘ System ‘ Consumer ‘ Downstream
Artist / Music Streaming . Concert
takehold . . Listene
Stakeholder Songwriter Label Service istener Venue
Monetary Monetary reward, Monetar Enjoyment, Monetary reward,
Goals reward, Market reward Y Wellbeing, Market
Reputation and development, Customer l(; alt Personal development,
recognition Product planning yary development Schedule planning
Revenue, Royalty, | Revenue, Exposure, Revenue, Ratines. Reviews Ticket
Measures Exposure, User Consumption Customer k’lusicgl;noWle d _e’ & Merchandise
feedback, Playlist trends, retention, User Sharin £ Sales, Concertgoer
inclusion User feedback feedback Aring feedback

Table 1: Sample stakeholder goals and measures for the music streaming example.

1.2. Scope

The topic of evaluation touches on many aspects of recommender systems design, im-
plementation and maintenance, more than can be encompassed in a single article. Here,
we focus on the problem of principled derivation of evaluation metrics based on an existing
system design. We aim to provide guidance to researchers, practitioners, and others who
seek to incorporate multistakeholder evaluation into their analysis of recommender system
properties and outcomes.

We do not focus on the relationship between evaluation and system design itself, assum-
ing that a system already exists, designed to meet a particular information need, embed-
ded within a particular stakeholder ecosystem. System stakeholders would already have

formulated evaluation metrics intended to capture the value that they expect from the

2We stress that all examples in this discussion are hypothetical and may or may not represent actual
stakeholder configurations or goals. For additional perspectives on multi-objective recommendation in music
recommendation, see [112].



recommender system and would have optimized the system to meet those objectives. Sys-
tem designers may or may not have incorporated diverse stakeholder perspectives in their
work, but regardless of the history of design decisions, the impact of the system relative to
different stakeholders can still be evaluated.

If developers take a multistakeholder perspective in developing a new system, they
would need to engage in many of the analyses outlined in this article to understand how to
evaluate the system. Simultaneously, they would have to consider how the recommendation
task is defined and how the spectrum of evaluation criteria can be incorporated into the
optimization of recommendation models and the delivery of recommendations.

Another topic that we do not address is the design of evaluation methodologies. It is
certainly the case that some outcomes (for example, user opinion about the qualities of
recommendation lists) can only be measured through surveys or other user studies, whereas
other properties (for example, the number of items of a particular type appearing in rec-
ommendation lists) can be measured from system outcomes. System properties can be
measured in online and offline ways. Readers are referred to the extensive literature on
recommender systems evaluation (particularly the overview and surveys in [118] 47, 61]).
However, it should be noted that these methodologies are almost exclusively aimed at mea-
suring user-oriented outcomes, with limited research available on evaluation methodologies

specifically tailored for other stakeholder outcomes.

1.3. Challenges
Even within the scope that we have chosen for our study, researchers and practitioners
face several key challenges that go beyond those typically encountered in recommender

systems research and of which they should be aware.

e Application specificity: Recommender systems research is, in general, highly do-
main specific. This specificity is even more pronounced when the larger ecosystem
is considered. As our examples make clear (see Section , different recommendation

applications have different stakeholder configurations and different types of benefits



that stakeholders may gain. Even across recommender applications for which out-
puts are superficially similar (for example, music playlists), stakeholders may occupy

different niches and require different analyses.

Access to data: Typical recommendation datasets have little to no information
about non-consumer stakeholders, so it is difficult to understand what are realistic
calculations of, for example, revenue distribution among item providers. Additional
investigation will typically be required to gather the data needed to design effective

multistakeholder evaluations.

Context specificity: Different legal regimes and cultural differences may impose
different regulatory requirements on recommender systems, and it is therefore difficult

to formulate constraints from third-party stakeholders in a general way.

Institutional sensitivity: There is a strong tradition in research and writing about
recommender systems to emphasize the primacy of consumer-side outcomes. This is
evident in user interface language of the systems, e.g., via the use of “Recommended
for you” and similar labels. Recommendation platforms are often reluctant to publi-
cize or discuss multistakeholder aspects of their systems, even though incorporating

such considerations is standard practicef’

Adversarial aspects: Recommendation platforms may actively discourage providers
in particular from acquiring knowledge about the platform that might enable strategic
activity: for example, misrepresenting their items to gain algorithmic favor. There is
no doubt that providers are sometimes incentivized to do this, as the history of search

engine spam attests. Although adversarial considerations do not limit a platform’s

3As one example, we note that, buried at the bottom of its page on recommendations (https:
//www.spotify.com/us/safetyandprivacy/understanding-recommendations), Spotify states the follow-
ing “Spotify prioritizes listener satisfaction when recommending content. In some cases, commercial consid-
erations, such as the cost of content or whether we can monetize it, may influence our recommendations.”
Such transparency is rare in the industry.
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ability to conduct internal multistakeholder evaluation, it is an open research ques-
tion how to design evaluation metrics and disclosure protocols such that outcomes

can be shared with providers without enabling adversarial behavior.

1.4. Related Work

Multistakeholder recommendation has long been a subject of study in the field al-
though the term itself was not coined until 2017 [2]. The (pre)history of multistakeholder
recommendation is detailed by Abdollahpouri et al. [3]. In these earlier works, researchers
defined evaluation approaches deemed appropriate to their particular task, measuring the
outcomes important to the aspects of recommendation under consideration. For example,
early work by Chen et al. [I8] combined profitability with standard measures of recall and
precision in evaluating a product recommender. However, because multistakeholder recom-
mendation was not conceptualized as a research area, connections between these research
areas and a general theory of multistakeholder evaluation in recommender systems did not
materialize.

Abdollahpouri et al. [3] call out multistakeholder evaluation specifically as a research
topic in their survey. They specifically formulate a number of possible provider metrics.
However, unlike our approach here, this work is not grounded in value-centric consideration
of stakeholder perspectives. They call for practitioners to formulate metrics from the point
of view of different stakeholders but do not consider making use of stakeholder involvement
in the process. Similarly, in the area of fairness-aware recommendation, a subtype of
multistakeholder recommendation, Ekstrand et al. [31] survey a wide variety of fairness
metrics that have been used in the literature. However, these metrics are generally not the
product of stakeholder consultation. Some steps in this direction are taken in [I0I] and
[102] where stakeholder consultation in the form of qualitative interviews is used to derive
fairness concerns and possible operationalizations. Multistakeholder aspects of machine
learning fairness in industry practice more generally are explored in [103]. This work

finds that practitioners have little leeway to conduct broad stakeholder consultation in
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most circumstances, even when they believe this may be valuable. Practitioners report
that they have little to go on when trying to understand and operationalize objectives
representing different stakeholder interests.

In general, the Dagstuhl seminar participants found that there was insufficient guid-
ance available on how to design and conduct multistakeholder evaluation of recommender
systems. In particular, we believe that evaluation must be rooted in understanding what
stakeholders value in a system and that this step of analysis is treated implicitly or not at

all in most prior work.

2. Values

Jannach and Zanker [55] argue that, in the ideal case, recommender systems would
“create value in parallel for all involved stakeholders”. At the same time, it is unavoidable
for competing goals to arise, since direct and indirect stakeholders, including the system
itself, may have differing perspectives. In this case, to evaluate the value created for
those involved, we argue that it is imperative to go back to a fundamental and normative
question and one that is rarely asked according to Jannach and Zanker [54]: “What is a
good recommendation (in a given context)?”

To answer this complex question, we posit that one first must look into the values
each stakeholder aims for in the recommendation process. The concept of value has been
discussed in the recommender systems literature from multiple perspectives [50} 110, 3], 2T,
109, 43l B7]. Perhaps the most prominent are those referring to the business side of the
equation (provider-or system-centered) or the user side (consumer-centered), i.e., the utility
of the ultimate consumer. From a more human perspective, values concerning individuals
directly or indirectly served by recommender systems [108] 109, 62, 28], and those with
societal implications [34) 80, 81l 45], [109] have also been discussed, such as the level of social
utility that it achieves, the social rights that it strengthens or harms, and the existing social
norms that it alters or reinforces. The concept of values in domain-specific implementations

of recommender systems has also been investigated, e.g., news recommender systems [0]
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or recommender systems for humanities and historical research [5]. Although these works
analyzed a specific domain for recommender systems, we find that many of the identified
values overlap and that both more business-oriented and more human-oriented values are
discussed.

In the context of this work, we refer to value as standards or criteria that help an
individual to select and evaluate actions or behaviors [96, 98]. With that in mind, for
multistakeholder recommender systems, the term value might refer to standards (or even
a set of standards) a stakeholder expects or imposes on the recommendation process. The
significance of values in system design has been highlighted within the field of human-
computer interaction through the development of value-sensitive design processes. We
point the interested reader who seeks a deeper understanding on value-sensitive design for
information systems to the literature in the field [82] [40] 39} [10].

In multistakeholder recommender systems, values must be considered when evaluating
the ‘goodness’ not just of a recommendation in isolation, but of the stakeholders that are
part of the entire process within the specific contexts and domains in which the systems are
deployed. Thus, these systems can be conceptualized as complex socio-technical systems
in which algorithmic processes are embedded within broader structures of negotiation,
deliberation, and governance. Particularly in public contexts, values are not merely elicited
from stakeholders but are shaped through deliberative processes that mediate trade-offs
and articulate shared goals. This perspective highlights the importance of viewing value
alignment not just as a technical optimization problem, but as a process of participatory
design. Insights from public policy and political science, such as theories of deliberative
democracy, stakeholder governance, and collaborative planning, can therefore enrich the
value elicitation processes of multistakeholder recommender systems by grounding them in
frameworks that acknowledge power asymmetries, legitimacy, and fairness. We therefore,
also point the interested reader to the rich body of literature in this realm [e.g.,25] 48] [107].

Value-associated considerations in technology have in recent years also become subject
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of political discourse and policy making. The European Union, for instance, has issued legal
regulations that aim at safeguarding against adverse effects of digital services in general
and, specifically, Al-based systems. The Digital Services Act E| (DSA) addresses a wide
range of online platforms, generally setting the goal of “ensuring a safe, predictable and
trustworthy online environment”. The DSA repeatedly spotlights recommender systems,
requesting, inter alia, that “recipients of their service are appropriately informed about
how recommender systems impact the way information is displayed, and can influence how
information is presented to them”. Providers should also clearly present the parameters, at
least the most important criteria, to let users understand how the information is prioritized
for them. The impact of the DSA on multistakeholder recommender systems has already
become subject of scientific discourse (see, e.g., [89]).

Specific regulations were recently also adopted for Al-based systems E| (the EU Al
Act). The approach taken there is risk-based, classifying applications into several risk
classes. While many recommender systems (as one relevant class of Al-based systems)
can be assumed to involve only acceptable risk for stakeholders, e.g., in music streaming,
other domains addressing, e.g., the job market or medical applications may indeed create
substantial risks for some stakholder groups [66]. Identifying such risks should therefore
become integral part of the value elicitation process for stakeholder groups that may be
critically affected. Both the DSA and the AI Act are relevant for different stakeholder
groups, but do not specifically address multistakeholder issues.

In the rest of this section, we review seminal literature that provides background on
the concept of value from different perspectives and its connection to recommender sys-
tems. Along the way, we highlight the most common values to consider when evaluating
multistakeholder recommender systems. It is worth noting that the values we mention are

not meant to be an exhaustive list. Instead, they serve as a starting point to encourage

‘https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX3A32022R2065
Shttps://eur-lex.europa.eu/eli/reg/2024/1689/0j/eng
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reflection among researchers and practitioners to move beyond the more typical ‘producer
versus consumer’ perspective and consider a myriad of factors to (simultaneously) account

for when evaluating multistakeholder recommender systems.

2.1. Economic and Business-Related Values

When addressing values in the context of multistakeholder recommender system eval-
uation, economic and business-related values are often considered, especially for providers
and system operators. De Biasio et al. [2I] provide a systematic review of value-aware
recommender systems, introducing value primarily as an economic concept leading to mon-
etary reward (i.e., profit and revenue). They distinguish several aspects that inform the
value of monetary reward reflective of a business and economic view, including use value
(e.g., increasing revenue by providing useful recommendations), estimated value (related
to attractiveness and desirability, such as having a comprehensive music catalog to create
recommendations from), cost value (e.g., the economic resources required to distribute a
music album to the music streaming platform), and exchange value (the change in value
over time, e.g., increase in a music artist’s recognition and popularity on the platform due
to effective recommendations).

From this perspective, we also observe values related to user perception and cus-
tomer loyalty, which are crucial from both a business and economic perspective. These
values often relate to “the concepts of quality and personalization, experience and trust,
features, and benefits” [21]. For example, in the music industry, a platform that provides
highly personalized playlists based on users’ listening history can significantly enhance user
satisfaction. This personalization not only helps users discover new music that aligns with
their preferences but also fosters a sense of trust and loyalty towards the platform. Users
are more likely to stay subscribed and recommend the service to others if they consistently
experience high-quality, relevant recommendations.

The authors in [22] highlight that recommender systems typically serve an organiza-

tion’s economic values. Besides profit and revenue (i.e., monetary rewards), this might be
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related to growth and market development. For example, music streaming platforms
aim to generate profit and attract new users by offering social features like joint playlist
creation, which benefit users when their peers are also on the platform. Furthermore,
the authors characterize economic recommender systems as systems that exploit “price
and profit information and related concepts from marketing and economics to directly op-
timize an organization’s profitability.” Jannach and Adomavicius [50] identify strategic
perspectives for both consumers and providers. For consumers, personal utility includes
happiness, satisfaction, knowledge, and entertainment. For providers, organizational util-
ity encompasses profit, revenue and growth. In addition, other values, such as changing
user behavior to create demand, might be relevant. For example, a music streaming
platform might recommend emerging artists or newly released tracks to users, encouraging
them to explore and adopt new music preferences, thereby creating demand for content
that the platform can monetize.

Jannach and Zanker [55] examine the theory of business models in e-commerce rec-
ommender systems and identify the following value-driving aspects: efficiency (e.g., the
exposure of music artists in recommendation lists or the number of clicks on recommended
music tracks), complementarities (e.g., creating value through synergies by combining
different item types like recommending merchandise articles along with track recommenda-
tions of a specific music artist), lock-in and churn prevention (e.g., retaining subscribed
users by providing helpful recommendations), and novelty and product planning (e.g.,
finding new fans through recommendations to users who might like an artist’s music or
getting inspired to create new music album).

In addition to immediate financial outcomes, recommender systems can enhance a
platform’s brand equity, which refers to the value added to a product or service by its
brand as perceived by consumers. Brand equity is built through positive user experiences
that increase user satisfaction and loyalty, both critical components of brand equity [1}, [114].

Jannach and Jugovac [53] emphasize that well-crafted recommendations enable platforms
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to differentiate themselves in competitive markets, thereby strengthening their reputation.

Similarly, Maslowska et al. [74] suggest that when recommendations align with users’
personal goals, they not only encourage engagement but also create a positive spillover
effect on the platform’s brand, enhancing overall trust and loyalty. Recommender systems
also open up cross-selling and up-selling opportunities in ways that reinforce brand
value, such as suggesting premium products or exclusive experiences that align with the
brand’s identity (e.g., premium subscriptions or concert tickets). These strategies, which
refer to offering related products or higher-end options to users, help increase sales volume
and raise average revenue per user [53| [67, [I16]. Finally, platforms can also use user inter-
action data from recommender systems to develop personalized marketing strategies
while maintaining high privacy standards, a practice that reinforces consumer trust and

encourages long-term engagement [74].

2.2. Societal and Human-Centric Values

Beyond economic and business values, societal and human-centric values, which cover
other important aspects, are also crucial for businesses and platforms. Societal and human-
centric values for stakeholders in recommender systems focus on ensuring that these systems
operate in ways that prioritize humans individually and society as a whole. We find that
there are 4 themes of societal and human-centric values for stakeholders in recommender
systems that are relevant in the light of evaluation: (i) usefulness, (ii) well-being, (iii) legal
and human rights, and (iv) public discourse and safety [109] 110, 2§].

Usefulness and enjoyment means that recommendations should meet the needs and
expectations of its stakeholders effectively and efficiently [61]. For example, in the case of a
music recommender system, users should be able, via the recommender system, to discover
new music that they might enjoy and match their tastes. At the same time, usefulness refers
to the recommender system’s ability to help music artists get their outputs recommended
to potentially interested listeners. Control and privacy are closely related values that

pertains to the degree of influence and customization stakeholders might have over the
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recommendations that are generated. This includes privacy aspects in a way that users
might want to control the amount of their (music) preference data that is shared with the
recommender system [85], [86] [109].

Well-being refers to the extent to which a recommender system supports and en-
hances users’ psychological, emotional, and social health rather than simply optimizing
engagement or consumption [28]. In the case of a music recommender system, this means
that recommendations should influence the experience with the music streaming platform
positively, e.g., provide music recommendations to help listeners relax or relieve stress [60].
In this respect, well-being is related to emotional, mental, psychological, physical, and
social health. Other related values are connection, community and social bonding,
e.g., to enable users to connect with like-minded music listeners or to enable music artists
to contribute their outputs to a specific community. Thus, also reputation, recognition
and acknowledgement might be valuable for some stakeholders, e.g., to support music
artists in getting their contributions recognized by music listeners [81]. Personal growth
and development might also be values contributing to well-being in the sense that, e.g.,
music recommendations could help people explore new music styles and genres, supporting
exploration and self-discovery [16].

Concerning legal and human rights, fairness might be an important value for stake-
holders of a recommender system at evaluation time. For example, the music streaming
platform should aim to provide meaningful recommendations to all user groups, inde-
pendent of, e.g., their musical taste, demographic characteristics, or inclination towards
popularity [30, [70, 63, 24]. Additionally, the music recommender system should aim to
treat music artists fairly and, in that sense, include novel or (less popular) “niche” artists
in the recommendation lists when applicable [64) [104].

Fairness can be related to diversity when the goal is to ensure, for example, that diverse
articles and styles are represented in recommendation outputs. Diversity may also have

listener-oriented benefits, e.g., help music listeners explore artists that might be new to
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them [93] 26]. A recommender system might seek to support freedom of expression as
well as accessibility and inclusiveness by allowing, e.g., music artists to promote their
content independent of the genre or popularity of their music [8, [94]. At the same time,
recommender systems should enable users to access the content that they like and enjoy,
even when their taste does not match the majority of music listeners [35] 65]. Trans-
parency and trustworthiness might also be an important value for all stakeholders of
a recommender system. For instance, music artists might be interested in why they are
ranked at a specific position and music listeners might be interested in why a specific artist
was recommended to them [84] [100].

Values in the area of public discourse and safety are related to a multitude of soci-
etal and human-centric aspects. Here, societal benefit goes beyond the satisfaction of
individual stakeholders. As an example, a music streaming platform might be interested
in fostering cultural enrichment by recommending a diverse set of music [I13]. This is
related to the value of tradition and history, for instance, by recommending local and
traditional music, which might be hard to find without the recommender system [306] [71].
The environmental sustainability might also be an important value for some recom-
mender systems stakeholders. This may involve implementing energy-efficient recommen-
dation models within the platforms, or promoting local music artists whose concerts offer
the opportunity for attendance without requiring extensive travel [77]. Finally, safety is
concerned with users not being exposed to recommendations of disturbing ethically ques-
tionable, or age-inappropriate content. In the case of music recommendations, this could

refer to music tracks with offensive lyrical content [78, [91].

2.8. Values in Practice

As we mentioned earlier, the concept of value can be perceived as abstract. We can think
of values as high-level, somewhat theoretical, and qualitative objectives that, in practice,
must be refined for quantification [33]. As mentioned by Beattie et al. [7], this process

involves scoping “what exactly needs to be measured.” This inherently complex challenge
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becomes even more obvious in the context of multistakeholder recommender systems, where
different stakeholders—such as producers and consumers—may prioritize distinct values, each
requiring unique and/or conflicting evaluation approaches [7].

Nevertheless, when it comes to evaluation of multistakeholder recommender systems,
we must find a way to quantify values. If the aim is to determine the ‘goodness’ for all
involved; there is a need for ”methods for measuring how well a system is adhering to,
promoting, or facilitating these values over time” [I09]. Translating theoretical values into
concrete, measurable concepts requires tailored quantitative and/or qualitative method-
ologies specific to each multistakeholder use case [33].

As an initial reference, we can look at the work by Wu et al. [I15] focused on the
fairness value. Although limited to consumer-sided and producer-sided fairness—two of the
many stakeholders we mention in this narrative—their proposed framework for optimization
and the metrics considered for overall evaluation, offer a starting point for exploration that
could be extended to multiple stakeholders concurrently. The recent synthesis by Stray
et al. [I09], focused on human and societal-related values, provides valuable insights into
how to translate these values into measurable metrics for assessment. However, much like
we discuss earlier in this section, the authors emphasize that in a multistakeholder context,
there is neither a definitive list of values nor a single method for quantifying them. Instead,
they present possible interpretations of values within the context of (multistakeholder)
recommender systems and suggest potential indicators for evaluating whether a system
upholds or supports these values (for more details, see the Appendix in [109]).

Ultimately, there is no universal approach or single measure for evaluation, as the pro-
cess depends on the stakeholders involved, the focus of the recommendation application,
and many other factors. As an exhaustive checklist for holistically evaluating multistake-
holder recommender systems is not feasible, we provide in Section [3| general guidance on

navigating this evaluation process.
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3. Methodology

As we previously noted, evaluating recommender systems is a contextually situated
problem: different domains, recommendation tasks, and contexts require specific metrics
and evaluation setups tailored to that specific recommendation scenario. Multistakeholder
evaluation, where the perspectives of other stakeholders are taken into account in addition
to that of the consumer, only increases the potential complexity of the evaluation. The
complexity of multistakeholder evaluation is demonstrated by the richness and variety of
the examples described in Section @] As a result of this complexity, prescribing exactly
which methods to use in which order is impractical. Instead, we attempt to describe
best meta-practices for conducting successful multistakeholder evaluation in this section,
divided into different stages. We consider this process to be iterative, as findings in a later
stage can necessitate returning to an earlier stage, for instance, when learning of a new
relevant stakeholder to include or when value shifts occur in one or more stakeholders.

These stages are

e Stakeholder identification
e Value articulation
e Operationalization of values as metrics

o (if needed) Aggregation of metrics into an overall system objective

Recall that, in our discussion, we assume that we seek to evaluate an existing rec-
ommender system, one that has already been developed to provide a particular recom-
mendation function. Of course, planning for a system’s evaluation should be part of its
development: stakeholder consultation would naturally be prioritized in the design and

implementation of a multistakeholder recommender system.
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3.1. Stakeholders

The cornerstone of multistakeholder evaluation is identifying the relevant stakeholders
that will be affected by or affect the recommendation process in some way, as shown in
Figure[ll The core parties in any multistakeholder evaluation are the consumers, providers,
and the system stakeholders behind the recommendation platform. A sensible first step
is to engage with the system stakeholders and gauge their understanding of whom they
are recommending to (= consumers) and where the items being recommended come from
(= providers). System stakeholders, by virtue of their central role, are also most likely
to have the greatest awareness of potential third-party stakeholders whose decisions may
impact the operation of the recommendation platform. Commonly, third-party stakehold-
ers would involve regulatory bodies and institutions; here, the system stakeholder’s legal
department could help identify relevant regulations (e.g., related to consumer protection)
and the right parties to reach out to. Finally, depending on the recommendation scenario,
system stakeholders may also be helpful in identifying relevant upstream and downstream
stakeholders.

Consumers (or users) have historically played (and will continue to play) a central role
in recommender systems evaluation. As a result, a common next step would be profiling the
consumer stakeholder and the different subgroups this stakeholder category may represent.
In addition to interviews with the system stakeholders, any existing market or user research
on the user base of the recommendation platform could serve as a valuable foundation for
identifying representative subgroups within this user base. A literature review aimed at
identifying similar or related recommendation scenarios could also help identify different
user groups, especially groups that may be underrepresented in the market research for
whatever reason. The system stakeholder should be able to facilitate access to these sub-
groups, for instance through user research panels, surveys on the website, or customer
mailing lists. It is important to recruit a diverse and representative sample of consumers

to represent the customer stakeholder and ensure all voices are heard in the evaluation
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process. Customers should be interviewed or surveyed about what values matter to them
in this recommendation scenario (and their relative importance), what goals they have,
and how and when they envision using the recommender system. If representative, the
principle of saturation could be useful in guiding the sample size required: if additional
participants do not reveal any new values, goals, or usage scenarios, then the sample should
be representative of the customer stakeholder. Consumers are also a valuable source for
identifying possible downstream stakeholders that are worth including in the evaluation
process.

The item provider(s) are the general class of individuals or entities who create or oth-
erwise stand behind items being recommended. Historically, they have perhaps been less
well represented in recommender systems evaluation, but they play an essential role in
multistakeholder evaluation. The number of different individuals or entities that make up
the provider stakeholder role may vary greatly between recommendation scenarios: in some
cases, only a handful of entities may be providing the items to be recommended, whereas
in others they may be as numerous as consumers. Similar to the customer stakeholder, the
system stakeholders should be able to facilitate access to the provider stakeholders and help
identify which of them carry the biggest weight, without losing sight of the relevant mi-
nority providers. Providers are the most valuable source for identifying possible upstream
stakeholders that are worth including in the evaluation process. Again, it is important here
to recruit a diverse set of representatives for this stakeholder group to ensure that their
needs, values, and goals are all met in the evaluation process.

One outcome of interviewing the consumer, provider, and system stakeholders should
be the identification of any relevant upstream and downstream stakeholders. This could
be supplemented with additional stakeholders identified through a literature review aimed
at identifying similar or related recommendation scenarios.

Each stakeholder group should be involved in the process of determining how best to

evaluate the quality of recommendations while taking into account the values and goals of
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each of these stakeholder groups. Qualitative research methods, such as interviews, focus
groups, surveys [68], contextual inquiry [95], and co-design [106] could all be beneficial in

this process.

3.2. Values and Goals

Once the stakeholders have been identified, the next step involves looking at the values
they would want to be part of the recommendation task. Stakeholders’ values are at the
core of the evaluation process since they drive the modeling of the overall optimization
problem. They represent high-level and abstract objectives the stakeholders wish to be
satisfied via the use of the recommendation platform [50]. For instance, if the stakeholder
is a music consumer, a possible value is usefulness (of music experience). Conversely, for
music providers, a value could be monetary reward or (societal) well-being. It is worth
noticing that values may also overlap or partially compete with each other.

The elicitation of values is a fundamental (yet sometimes neglected) step, as it allows
the actors involved in designing the system to formulate the goals of each stakeholder in-
volved in a multistakeholder scenario. Going back to the music consumer and provider in
our hypothetical example, possible goals might be accuracy and diversity of the recom-
mendation results for the consumer, sell as many items or services as possible, grow the
number of users, sell elements over the whole catalog, protect underrepresented groups, or
reduce the carbon footprint for the provider. Different from values, goals can be tailored
to the specific recommendation domain. A provider may set its goal to grow the number
of users listening to classical music, and a consumer may wish to have diverse song rec-
ommendation with respect to genre. Goals are more detailed and measurable objectives
than values, and they drive the design and implementation of the system through specific

evaluation metrics.

3.3. Bvaluation Metrics

Formal evaluation metrics provide a way to measure the extent to which the goals of

various stakeholders are achieved, i.e., they are measurable proxies towards goals. For
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example, both consumers and providers are likely to be interested in recommendation
accuracy, consumers may be further interested in item discoverability (diversity, novelty,
coverage); providers are likely interested in increasing revenue and engagement; and, the
third-party stakeholders (for instance, regulators) are likely to be interested in protection-
related metrics for consumers and providers (representation, fairness, etc.).

Multiple metrics can measure the success of the same goal, depending on the point of
view or the aspect we want to highlight. For example, there are different metrics to measure
accuracy, e.g., Normalized Discounted Cumulative Gain (NDCG), Mean Reciprocal Rank
(MRR), or Recall; we may measure the overall number of items sold in a specific period or a
specific geographical area, the items from the long-tail and the short-head, etc. Depending
on the goal, we may have metrics subset of targeting the overall population of users and
stakeholders available in the system.

Some of the specific metrics will naturally come from the prior research literature in
recommender systems—the reader may refer to [47] for discussions of some best practices
and key metrics in recommender systems evaluation. However, there are clearly opportu-
nities for further metric design, especially for provider-oriented and third-party-oriented
stakeholders (i.e., stakeholders that have been under-explored in recommender systems
research). Some metrics of these types have been explored in fairness-aware recommenda-
tion research [3I]. All the metrics must be validated by the target stakeholders (a relevant
subset of the overall population is sufficient) to check if they are actually representative
of their goals and if they are able to differentiate between high and low utility results.
Stakeholders involved in validating the metrics are asked to assess the meaningfulness of
the computed results, compared to their goals. A further result of this validation process
by the stakeholder can be that of identifying a priority among the metrics. Especially in
this phase, a desirable characteristic of a metric is its interpretability and its propensity
towards the generation of a human-readable explanation.

As the result of this step, a list of important evaluation metrics (mq,...,my) is enu-
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merated, which represents the set of important considerations across multiple stakeholders
that need to be taken into account as part of the multistakeholder recommender system

evaluation.

3.4. Strategies for Aggregate Evaluation

Identifying the list of important evaluation metrics (m1,...,m,), as discussed above,
provides the ability to evaluate (i.e., to score) a given recommender system R in a multi-
dimensional manner. More formally, S(R) = (s1,..., $pn), where s; is the performance of R
with respect to measure m;, i.e., s; = m;(R). For some applications, this may be sufficient,
as it provides a multidimensional view of the system’s performance.

In other cases, it may be desirable to formulate a single aggregate measure that captures
the overall (i.e., multistakeholder, multiobjective) performance of the system [120]. In par-
ticular, given two candidate recommender systems R4 and Rp, where each of which can be
evaluated according to the stated list of metrics, S(R4) and S(Rp), how to design a multi-
stakeholder / multiobjective evaluation mechanism <, that allows to determine whether
system Rp has superior overall performance to system R4, i.e., S(Ra) <ar S(Rp)? De-
signing multistakeholder / multiobjective evaluation mechanisms constitutes an important
and non-trivial task, because the recommender systems (and ML-based predictive models,
more generally) often exhibit significant tradeoffs when it comes to different performance
metrics. To mention a few examples, prior literature has shown that there are tradeoffs
between accuracy and item “discoverability” measures (i.e., diversity, serendipity, novelty)
[4, 15, [75], between accuracy and fairness [20), 411 [76], between different fairness measures
themselves [9], 59], and that business-oriented metrics may not be always aligned with the
accuracy-oriented metrics [44] 511 [52].

From a high-level perspective, strategies for developing aggregate multistakeholder /

multiobjective evaluation mechanisms <j; can be classified into two general paradigms:

e Direct/user-specified multistakeholder evaluation mechanisms, which typ-

ically rely on domain expertise to specify explicitly the relative importance and/or
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tradeoffs between individual performance metrics, which then can be used to formally
define the overall multistakeholder evaluation mechanism <j;. Example strategies

include:

— Weighted (typically linear) aggregation of individual metrics [12] [72] into a sin-
gle numeric score (as an overall performance), which then allows for a more

straightforward comparison of candidate systems.

— Reduction of metric dimensionality by converting some of the individual metrics
into constraints [117]. Constraints can be of various types, e.g., hard vs. soft
constraints. Hard constraints may indicate the system performance require-
ments that must be satisfied, which then can be used to filter out candidate
systems with inadequate performance. Soft constraints may indicate the rela-
tive importance (prioritization) of some metrics, which then can be used to rank

the candidate systems accordingly.

e Learning-based multistakeholder evaluation mechanisms, which typically in-
fer the overall multistakeholder evaluation mechanism <j;; from certain available

information. Example strategies include:

— Determining the Pareto frontier of the multidimensional performance vectors of
different candidate systems, and measuring the overall performance of a given
system as its distance from the Pareto frontier [37]. One key consideration
is specifying an appropriate distance metric for multidimensional performance

vectors (S1,...,8n).

— Learning <js from “ground truth” examples. This could be achieved by pro-
viding multiple examples of multidimensional performance vectors S(R;) to do-
main experts, asking them to provide the “ground-truth” judgments regard-
ing the overall performance, and then using machine learning techniques to

learn the relationships between the individual metrics and overall performance.
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For instance, the domain experts could rank pairs of performance vectors at
a time, S(R4) and S(Rp), and provide a ground-truth judgment of whether
S(R4) <m S(Rp) or S(Rp) <m S(Ra) (or neither, S(Ra) ~ym S(Rp)).
Learning-to-rank techniques can then be used to build a model for estimating

< from such training data.

More generally, development of multistakeholder / multiobjective evaluation mecha-
nisms <js for recommender systems has connections to several rich research literatures,
including multiobjective /multi-criteria optimization [27,[79], multi-criteria decision-making
[111] (including its various methodologies, such as data envelopment analysis [17], conjoint
analysis [40], multi-attribute utility theory [57]), machine learning [90], and possibly others,
which provide promising directions for further research.

Finally, once the multistakeholder evaluation mechanism is chosen/finalized, incorpo-
rating it into the overall recommender-system-based solution can be done in two general
ways. (1) A straightforward post-processing approach would be to generate a number of
different candidate recommender systems instances (e.g., using different recommendation
algorithm configurations) and to use the multistakeholder evaluation mechanism to select
the best-performing system among them. (2) In contrast, the algorithmic tuning approach
would “push” the multistakeholder evaluation mechanism into the recommendation pro-
cess, where a recommendation algorithm uses multistakeholder considerations more directly
as part of the recommendation calculation/optimization process.

As an illustrative example, Figure |3| (adapted from [3| [51]) shows the performance of
a simulated recommender system that takes into account the following multistakeholder
considerations: item profitability (a key consideration for the recommendation provider)
and recommendation relevance (a key consideration for the recommendation consumer).
There is an inherent nuanced tradeoff between the two considerations. If the system is
allowed to recommend only from the small number of the most relevant items (say, any

items with predicted ratings above 4.9) for each user, the item relevance will be high, but
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choosing the most profitable items from only a small number of candidates will not improve
the profitability metric. On the other extreme, if the system is allowed to recommend a
much broader set of items (say, any items with predicted ratings above 3.0), the system
will indeed be able to find more profitable items for recommendation, but the user may
end up not choosing some of them due to their potentially low relevance (and may also
be turned off by low-quality recommendations in the long run), thus, resulting in a lower
actual profitability. The system uses the algorithmic tuning approach to determine the
relevance constraint/threshold (i.e., 4.5) that maximizes the profit metric, taking into ac-
count both the individual item profitability and the fact that the users will reject inaccurate
recommendations.
1.8
1.75
1.7
1.659=0—9
1.6
1.55

Avg. Profit per User

1.5

3 3.5 4 4.5 5
Re-Ranking Threshold

Figure 3: Recommendation relevance vs. profit (adapted from [3| [51])

Additional considerations impacting the process of overall multistakeholder evaluation

include:

e Stakeholder involvement. Most of the aforementioned approaches will likely re-
quire the involvement of key stakeholders and domain experts, e.g., for determin-
ing tradeoffs between individual metrics (leading to decisions regarding relative im-
portance weights for individual metrics or for determining which metrics should be

converted to constraints), for obtaining ground-truth judgments about the overall
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system performance, etc. Therefore, one promising research direction is in the de-
velopment of participatory frameworks [69] that can enable and facilitate stakeholder
groups to build algorithmic governance policies for computational decision-making

and decision-support systems.

e Average vs. subgroup vs. individual performance. It is imperative to estab-
lish the perspective for evaluation: Do we evaluate systems in terms of their average
performance, or should the distribution of individual performance also be taken into
account [92]7 For example, does higher average performance also come with much
higher individual performance variance (i.e., much worse individual performance for
some users/items/etc.), and, if so, what are the right trade-offs?” More generally,

evaluation at multiple granularities (various subgroup levels) may be of interest.

3.5. Practical guidelines

Throughout this section, we have described in detail the best meta-practices for con-
ducting successful multistakeholder evaluation, divided over different stages. We summa-

rize these stages in the list below:

e Identification of stakeholders. The inclusion of all relevant stakeholders is es-
sential to the success and representativeness of evaluating a recommender system.
Starting with the system stakeholders, consumers and producers, it is important to
identify and involve all relevant downstream, upstream and third-party stakeholders.
Researchers should consider a range of qualitative research methods and surveys, as

well as literature reviews and low-fidelity design processes in doing so.

e Articulation of values and goals. The goals of the recommender system and ex-
pectations for what makes a recommendation good may vary considerably by stake-
holder and context. Each stakeholder has different goals and expectations for the
recommender system, and these are directly or indirectly tied to the values that mat-

ter to them. Qualitative research methods are particularly useful for identifying these
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values and goals. It is important to keep domain differences in mind when identifying
the values and goals. In some domains, certain stakeholders might be affected more
seriously by the selection of recommendations provided by the system. It is therefore
recommended to undertake a risk analysis at this stage to properly understand the

extent of these risks.

e Selection of evaluation metrics. Once values and goals have been mapped, they
have to be represented by measurable entities, e.g., by selecting existing metrics from
prior research that are relevant for a given application context or by designing new
ones. Part of this process includes determining which metrics to prioritize in the
evaluation of the system, as typically multiple metrics can measure the success of
the same goal depending on which perspective to highlight. These metrics can vary
considerably in terms of being more qualitative or quantitative in nature, or in terms
of representing more short-term or long-term interests. All selected metrics must be
validated by the target stakeholders to check whether they are representative of their

goals.

e Strategy selection for overall multistakeholder evaluation. Choosing a multi-
stakeholder approach to recommender systems evaluation may also entail developing
a strategy for creating an overall summative evaluation that integrates over the stake-
holder perspectives. In other words, evaluating overall performance in a multistake-
holder system means that we typically have to deal with a multitude of evaluation
metrics, which could also substantially differ between the stakeholder groups. For
example, if we know the system performs well for consumer-side metrics, how does
this version of the system now work for provider-side metrics? Different strategies
for evaluating the overall multistakeholder performance can be employed to find a

suitable solution as discussed in Section B.41

Also, from the practical perspective, the multistakeholder evaluation methodology—
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the identification of key stakeholders and their values/goals, the choice of most appropriate
individual metrics, the development of specific multistakeholder / multiobjective evaluation
mechanisms, and the use of these mechanisms to guide system design and improvement—
can be viewed as an iterative process, where researchers and system designers should be
aware of all the key steps and can return to iteratively refine any of them.

In reporting on multistakeholder recommendation research, we encourage researchers
to include in their discussion the details of stakeholder identification and consultation, the
derivation of values and goals, and the justification of metrics in terms of that work. Selbst
et al. [99] make the point that formalizations developed in addressing one problem do not
necessarily transfer to other contexts. The authors were writing in the context of machine
learning fairness, but multistakeholder recommendation is also highly context-specific and

similar principles apply.
4. Example Applications and Metrics

Deriving an evaluation metric requires working from a construct, an abstract quality
of the recommendation process that we would like to understand, to a concrete proxy
of that construct that can be measured and designing a methodology to measure it. The
application-specificity of multistakeholder evaluation makes it difficult to provide such anal-
ysis in a general way. With that in mind, we present several specific examples, which
illustrate the design process for a variety of metrics for different stakeholder in different
applications.

In these examples, we are not seeking to develop a full set of metrics for given appli-
cation. As we note above, executing all of the stages of the evaluation design process can
be a lengthy endeavor requiring detailed stakeholder consultation. For our hypothetical
examples, we consider one thread of that much more involved process, focusing on a par-
ticular stakeholder, a specific value that they may have, and a particular metric that could
be developed to evaluate it. It is worth reiterating that with these examples, we neither

aim to provide a complete set of metrics that one might wish to implement in each of
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these settings nor to highlight the most important metrics. Rather, we seek to illustrate
the type of analysis needed to derive such metrics. Moreover, we expect the process of
metric selection and development to be iterative rather than linear; this process may take
multiple rounds of consultation and implementation to derive a metric (or set of metrics)
that captures a particular stakeholder’s perspective.

The three areas chosen are music streaming, educational resources, and job recommen-
dations. These examples were chosen to highlight different stakeholder perspectives. In
music streaming, we focus on musical artists as an example of the provider role. In the
recommendation of educational materials, we have a domain where the value of a recom-
mender is more than just consumer taste and yet personalization is still important; here we
focus on the student, a consumer role. Job recommendation is, in many countries, subject
to regulation intended to ensure non-discrimination in hiring and is therefore a good place

to explore evaluation from the perspective of third-party stakeholders.

4.1. Music Streaming

The first example we consider is streaming music recommendation with the key stake-
holders introduced in Figure [2| and also included in Table

In this case, we focus on the providers: the musical artists. There are a variety of
values that such individuals might have concerning a distribution platform like a streaming
service. We concentrate on the construct of audience: an artist will often seek to build
a community of individuals who appreciate their particular musical style and contribution
(connection, community and social bonding) and might, for example, come to a concert or
purchase merchandise (monetary reward) in addition to listening through the streaming
service.

A given musical artist might seek to understand to what extent is the recommender
system helping them build an audience (use value). One can imagine the system failing
in various ways. It might recommend their music to listeners interested in something else,

and so the recommendations are not acted upon. Or it might recommend the artist’s music
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only to listeners who are already fans: helping cement the audience, but not necessarily
building it over time. True audience building might only be evident over a long period
of time (repeating habitual listening, ticket and merchandise purchases, etc.) so it will
probably be necessary to create a short-term proxy for the audience-building potential of
a recommender system (growth and market development).

As this is a hypothetical example, our metric is necessarily speculative, but again the
aim is to illustrate a process for developing such metrics, not to solve a given evaluation
problem. First, we have the problem of measuring an audience from the data available
within the streaming service. Let r be the musical artist and let listen count k, = ¢(r, u, t)
be the number of times that user w listens to a track by r over some standard time window
t, perhaps one month. The audience A, can then be defined as the set of individuals for
whom this count is greater than some threshold €: k, > €.

As noted above, measuring audience development can have a long time scale, so a
short term proxy for this quality could be to measure to what extent an artist’s music is
being recommended to receptive users. There are multiple ways to determine if a user is
receptiwﬂ, but for the sake of example, let us assume that we can measure the number n
of non-audience listeners (that is, u ¢ A,) who were recommended a song by r and then
listened to the entire song. Given that different musicians have very different numbers of
fans, it might make sense to normalize by the size of the artist’s existing audience A,:
my =n/| A

As a metric shared with individual providers, a low score on m, might raise concerns
for the artist relative to the recommender system. It would mean that few new listeners
are being introduced to their music. For a superstar, this might not be an issue: many
people know their music already, but for an emerging artist, it could indicate that the
recommender is not as helpful as it might be. A higher m, score does not necessarily

mean that their audience is growing, but it does mean that the recommender system is

SFor example, did the user listen to a second song by the artist, add their songs to a playlist, etc.?
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introducing their music to potential new fans. From the system stakeholder point of view,
this score could also be aggregated across all providers to understand audience building
across the platform’s stable of artists. Its distribution might also be relevant in terms of
fairness: are some types of artists better able to build audiences on the platform than

others?

4.2. Education

In the context of educational recommender systems, our example focuses on a course
content recommender system for secondary school students, possibly integrated within a
learning management system (LMS) where the system could track the progress of each
student and generate recommendations about what to study next. We illustrate the rela-
tionship between value-driven goals and potential measures of each stakeholder, and show
how the evaluation perspective changes according to the goal in focus.

In this scenario, teachers provide the content to the recommender system platform
both by selecting relevant external content (e.g., educational videos, reference books and
articles) and content generated by themselves. Therefore, we define the external content
generators as upstream stakeholders and teachers as provider stakeholders.

The recommender system platform generates course content recommendations for stu-
dents who are consumer stakeholders and direct users of the system. Parents of the stu-
dents have an indirect relationship with the generated content (e.g., in the context of
recommendation of educational materials for secondary school students, parents might be
interested in checking the type of material their children are using) and they are defined as
downstream stakeholders. Both upstream and downstream stakeholders have an indirect
relationship to the RS platform, which may be relevant to identify and evaluate the value
driven goals in a greater picture.

The system stakeholders are responsible for the seamless operation of the recommender
system, and they are obliged to ensure that the recommender system platform follows

the laws and regulations stated by the school management who is among the third-party
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stakeholders (e.g., the recommended content should be within the corresponding curriculum
for each student). Figure |4|illustrates the multistakeholder relations, goals and potential
measures in this example scenario.

Based on this example scenario, one point of evaluation of the recommender system
platform could be done from the perspective of one of the goals of the consumer stakeholder.
More specifically, we could evaluate the recommender system platform from the students’
perspective of passing a course, answering the question “How likely is it that a student
passes a course when she follows the recommendations from the platform?” (usefulness
and enjoyment, as well as personal growth). Although defined from the recommendation
consumer’s perspective, other stakeholders may benefit the same evaluation. For example,
the teacher could use the same measure to understand if the resources she provided to
the platform are sufficient in type and quality (usefulness and enjoyment), and the system
developers might get an understanding of the relevancy of the recommendations generated
by the system beyond click-through rate (use value).

Since the goal of the student is to pass the course at the end of the semester, in this
example, we need to evaluate our system at the end of each semester. We assume that
the student S; receives n recommendations every time she uses the system. .S; may choose
to accept a recommendation or do another activity on the platform. Therefore, we can
measure the number of accepted recommendations by student .5; throughout the semester
being n;. The acceptance of recommendations can be measured in different ways, but for
the sake of this example, if the student clicks on any of the recommendations on the list, we
assume that the recommendation has been accepted. k; being the total interaction count
of S; with the system, we can calculate the proportion of the accepted recommendations
to the number of whole interactions as p;=k;/n;. Finally, at the end of the semester, we
calculate the correlation between the student’s final grade in the course and p;. For the
sake of this example, we skip the importance of the order of the recommendations, but

an evaluation metric such as NDCG could easily be employed for this purpose. Further,
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the final metric that correlates the acceptance of recommendations with the student’s
final score, could be calculated based on the order of the recommendations, answering
the question: Does accepting higher-ranked recommendations from the list correlate with
higher student scores?]

We should note that the goals of each student may differ or we might be able to identify
clusters of students who share the same goals. Therefore, the evaluation methodology could
be adjusted according to not only different types of stakeholders but also the differences
within one type of stakeholder. This concept of granularity has been discussed in Section
Similarly, different stakeholders may have different temporal requirements based on their
goals. For example, the students may have a goal for the whole semester (e.g. passing
the course), whereas the teachers may have goals that need to be evaluated in a shorter
term (e.g. understanding if the recommender system platform is helpful for the students
to understand the weekly topics).

THIRD-PARTY STAKEHOLDERS

School
management
System SYSTEM
developers STAKEHOLDERS
UPSTREAM STAKEHOLDERS PROVIDER PLATFORM CONSUMER DOWNSTREAM STAKEHOLDER:
External content
Teachers RS platform Students Parents
generators

Figure 4: Stakeholder configuration for the education example

“One might argue for a different indicator of educational value—perhaps the student’s understanding
is enhanced in ways less directly measurable—but this equation of final grade with educational value is
common in the literature.
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Upstream Provider System Third party Consumer Downstream

External content School
Stakeholder Teachers RS platform Students Parents

generators management

Economic gain, Educating younger

. & . . €3 'g . . . Passing the course, Educating their
Goals reputation, social generation, social Economic gain Social benefit . .
. X learning children
benefit benefit

Ensuring that the
RS works properly,
ensuring that the
requirements from
other stakeholders
are satisfied

Ensure that laws | Getting good grades, | Reviewing the course
and regulations learning the topics material, giving advice
are being followed | well to their children

Students learning
well, generating
high-quality content

Exposure, generating

M . .
easures high-quality content

Table 2: Sample stakeholder goals and measures for the education example

4.3. Human Resources

The final example we consider is candidate recommendation: recommending suit-
able candidates for an open job position, also known as talent search. Recruiters often
play an important intermediary role in this process by assessing candidates’ qualifications
in relation to the job [I3]. The candidate identification and assessment process places a
great manual burden on recruiters [83] and they would benefit from a system that recom-
mends relevant candidates to supplement their own manual searches. Figure [5]illustrates
the different stakeholders involved in this recommendation scenario and is supplemented by

Table 3] which displays example goals and measures for each of the stakeholder categories.

THIRD-PARTY STAKEHOLDERS

Human rights
Government o
organizations
Recruitment SYSTEM
agency STAKEHOLDERS
DOWNSTREAM STAKEHOLDERS
UPSTREAM STAKEHOLDERS PROVIDER PLATFORM CONSUMER Social security
- services
Education & )
. X Job seekers Job portal Recruiters
training providers
Companies

Figure 5: Stakeholder configuration for the human resources example

This recommendation scenario starts with job seekers by signaling they are open to find-

ing a new job by uploading their CV to the job portal’s CV database, making them the item
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Upstream Provider System Third party Consumer Downstream
Education & . .
Stakeholder .. . Job seekers Job portal Government Recruiters Companies
training providers
. Recognition &
Employment, social s Monetary reward,
Personal develop- | Personal development, | Monetary reward, . . acknowledgment,
. . . cohesion, economic market develop-
Goals ment, monetary well-being, monetary customer satisfaction, . personal autonomy,
. : development, quality . . ment, employee
reward reward, social bonding | customer loyalty . well-being, social .
of life K well-being
bonding
No. of queries
Response rate, issued, time spent
. . o 1k . Unemployment rate, . . .
. Salary increase, % hired, time y per candidate, I'ime until position
Measures Grading scale : . . GDP growth, R . IS
working hours spent per job, time . . time spent per job, | is filled
. happiness index .
spent per candidate no. of candidates
contacted

Table 3: Sample stakeholder goals and measures for the human resources example

provider stakeholder. In this scenario, the recruiter is the party receiving the recommen-
dations, making them the consumer stakeholder. The system stakeholder is responsible
for creating and operating the candidate recommender system on the job portal, which
suggests a slate of relevant candidates to the recruiters. Their values are not necessarily
the same as those of the customers and providers. Here we assume that the recruitment
agency is the system stakeholder and that they are seeking making their recruiters more
efficient through an effective recommender system that allows recruiters to complete job /
candidate matches.

Despite paying for the recruitment service, the company with the open job position is
not a customer from a multistakeholder evaluation point of view. In this scenario, they
instead play the role of downstream stakeholder, as they are impacted by the choices of the
recruiters make when assessing, shortlisting and contacting the recommended candidates.

Upstream stakeholders are those potentially impacted by the recommender system, but
not direct contributors of items. In the candidate recommendation scenario, education and
training providers could function as an upstream stakeholder. These education providers
do not have a direct stake in the candidate recommender system but could be interested
in learning which skills and competences are most important for a successful matching
process, allowing them to update their programs and courses.

Government institutions are an example of third-party stakeholders: they do not have

any direct interaction with the job portal, but they have an interest in or are impacted by
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its operation. A successful candidate recommender system could result in more successful
matches between job seekers and companies, affecting important government values such
as societal benefit, growth and market development, and well-being.

Government institutions can also have a more direct impact on and interest in the job
portal’s operation through legislation that ensures non-discrimination in hiring practices,
something shared by human rights organizations. Such regulatory practice may impose
legally binding requirements on the system stakeholders, affecting the evaluation of the
recommended slates of candidates in terms of fairness and protecting underrepresented
groups. Job recommendation is therefore a good example to explore evaluation from the
perspective of third-party stakeholders.

More specifically, we could evaluate the recommender system platform from the govern-
mental perspective of fairness, answering the question “Given a set of candidates qualified
for a job, do the job seekers in both protected and unprotected groups have an equal
probability of being contacted?” This question matches the notion of group fairness (or
statistical parity), one of the wide variety of fairness metrics [42]. In our scenario, group
fairness is defined as both protected and unprotected groups having an equal probability
of being suggested to the recruiter by the recommender system, given they all meet the
qualifications set out in the original job posting. Protected groups are defined in terms of
sensitive attributes, such as gender, age, ethnicity, and sexual orientation. For example, if
a legislative body wanted to ensure gender fairness, an evaluation metric based on group
fairness would check whether the difference between the probability of being contacted
from the protected group P(contacted|qualified N G # male) is equal to the probability of
being contacted in the unprotected group P(contacted|qualified N G = male) is close to
zeroﬁ In an actual multistakeholder evaluation, it would be essential to involve the other

stakeholders in determining what fairness means for them, which sensitive attributes are

8Note that assessing whether a given candidate matches the job qualification and to what degree may
be complex task in itself.
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relevant, and how to map this to the most relevant fairness metrics.

5. Supporting Stakeholder Insights and Control

A holistic approach to understanding and supporting the perspectives and needs of mul-
tiple stakeholders involves a range of challenges that go beyond what we have discussed so
far. In the previous sections, we have described general properties of multistakeholder rec-
ommendation, and methodological approaches to developing relevant metrics, and outlined
three hypothetical examples of metric development targeted to different classes of stake-
holders. While several of these activities will require close cooperation and coordination
with the different stakeholders, they do not yet address the question of how stakehold-
ers can be empowered to gain insights relevant to them during system operation or even
control some of the system’s functionalities. While these questions have increasingly been
investigated in recent years for consumers as the main stakeholder class, very little re-
search has yet addressed how other stakeholder classes might be supported in accessing
and understanding information about the recommender system that serves their specific
needs. Furthermore, the question arises whether, and to what extent stakeholders should
be enabled to exert influence on the recommendation process itself. In this section, we
discuss some salient challenges: Transparency & Explainability, Strategic / Adversarial

Considerations, Interfaces and Interactive Control, and Governance.

5.1. Transparency and Fxplainability

Developing multistakeholder metrics and evaluation processes raises the question of to
whom such metrics might be reported and made available. Recommender systems evalu-
ation is typically a purely internal matter of engineers or system operators understanding
how the recommender operates and seeking to improve it.

However, the types of evaluations that we discuss are different in that they may be
of interest to parties who normally have no access to the workings of the recommender

system. For example, the musical artists in our streaming example typically have very
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little insight into how the recommender system treats their content. While some major
commercial music streaming platforms provide quite detailed analytics data for artists
(see, e.g. Spotify E[), the specific influence of the recommender system with respect to
audience building or fairness is typically not exposed to the artists. However, we noted
earlier that a musical artist might seek to understand to what extent the recommender
system is helping them build an audience. Such metrics could be shared with artists as a
form of explanation to help them understand, for example, how frequently their music is
recommended in comparison to other artists (possibly with a similar genre and style) .
Explanations in a multistakeholder context also bring challenges different from explana-
tions targeted only toward consumers. Firstly, different stakeholder groups have different
explanatory needs that need to be identified. In the aforementioned example, the artist,
their listeners, or the music label have quite different explanatory needs. This leads to the
question of presenting different explanations to different stakeholders, or even personaliz-
ing them. For example, should we explain item recommendations to individual users and
audience building to artists separately? When these concerns are integrated in an overall
system objective, an additional type of explanation might be one that explains how we
resolve the exposure of artists relative to how we weigh user preferences? In other words, if
the requirement is to find and generate such a general explanation, then we need systems
that can generate a meta-explanation on how tensions were resolved. A particular tension
has already been observed where consumers (depending on the context of recommendation)
may prefer less transparency in explanations if it gives better privacy [88| 121I]. Members
of groups preferred not to disclose sensitive information to other group members, and con-
sumers of advertisements did not want certain information to be used in explanations (or
as a basis of recommendations!). We do not attempt to answer the question of how to
generate these kinds of explanations (as this is out of scope), but note that provider-side

transparency, let alone generalized explanations, are very little studied in the context of

%https://artists.spotify.com/analytics
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multistakeholder recommendation.

5.2. Strategic / Adversarial Considerations

One likely reason that multistakeholder transparency has been little pursued is the
concern that such a facility might be used to enable undesirable adversarial behavior. A
web search for the term “YouTube algorithm” yields thousands of hits from search engine
optimization (SEO) firms and others advising creators about how to bend the algorithm to
their will. Additional information given to providers may enhance their ability to manipu-
late the algorithm in ways that are not necessarily beneficial to recommendation consumers
or the platform. An open research question is how to offer provider-side disclosure in a way
that limits adversarial opportunities. Where it is not possible to provide such disclosure,
platforms may still seek to measure provider-side properties of their systems, but only for

internal consumption.

5.3. Interfaces and Interactive Control

When translating transparency and explanation goals into concrete system designs, the
question arises of how different classes of stakeholders can interact with the recommender
system. There is a great deal of study of consumer-side recommendation interfaces, and a
wide variety of interface designs for presenting recommendations, and for generating and
interacting with recommendations. Recommender systems interfaces for other stakeholders
do exist but are rarely the subject of published research. For example, YouTube provides
a set of tools within their YouTube Studio applicationlg to enable video creators to see
some information about the viewership of their videos, but there are no detailed analytics
about how the recommender system is handling their content or ways to interact with the
recommender system itself. Various suppliers of recommender system software or services
also provide functionality for monitoring the recommendation process, mostly in the form

of GUlI-style dashboards. Depending on the platform, these dashboards present different

Ostudio. youtube.com
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types of analytic data, such as the number of personalized and non-personalized recom-
mendations, the number of user interactions, or the temporal development of such data.
However, the main target of monitoring dashboards are platform providers. Upstream or
downstream stakeholders are generally not accommodated. Moreover, no specific evalua-
tion approaches have become available so far for non-consumer stakeholders.

Today, consumers are used to static one-shot recommendations that cannot be in-
fluenced by them. In contrast, interactive and conversational systems are emerging as
methods that can provide users with different levels of control over the recommendation
process, turning the one-shot process into a multi-turn dialog ([56]. Examples of interactive
methods include, for example, selecting or weighting the input data used by the algorithm,
changing how strongly different item features influence the recommendation outcome, or
interactively critiquing sample items. As we have noted, system and provider objectives
may be quite different from those of consumers. We may expect that interactive recom-
mendation techniques may strongly privilege the consumer side of the recommendation
interaction; the impacts on other stakeholders of these technologies is still a matter for
future research. Although methods for interacting with recommenders have mostly been
GUlI-based, the recent advances in language technologies have made text- or speech-based
conversational approaches very promising. This holds both for controlling the recommen-
dation process and for providing explanatory information [49]. However, conversational
techniques have thus far also only been directed at consumers, but applying their capa-
bilities to other stakeholder groups would provide these with flexible means to query or
control the system according to their specific needs.

In parallel with lack of attention on interfaces and interaction for non-consumer stake-
holders, specific evaluation metrics and methods are rare or missing, although the inter-
active process itself may strongly affect the satisfaction of some of the stakeholders’ goals.
Existing interaction-related metrics such as the number of interactions to get the final rec-

ommendation [23] or the seamless perception of the interactive process [73], solely address
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the consumer side. There is also little development of user- or system-oriented metrics
specifically for conversational recommendation techniques. As a result, interaction is an
underexplored aspect of multistakeholder recommender systems. Except for a few recent
qualitative studies [19, [102], there is relatively little knowledge about techniques and user
experiences with recommender system interfaces for stakeholders along the entire value

chain.

5.4. Governance

Our aim with this article is to help researchers and system designers consider more
holistic evaluations of recommender systems, taking multiple stakeholders into account, and
examining the impact of the system across stakeholder groups. There is a separate question
of governance: who, in the end, has a concrete and effective say in how a recommender
system operates? Corporate structures often have a very concrete answer to this question,
but as media scholar Nathan Schneider reminds us [97], other models of governance can
be and have been applied to online systems. Multistakeholder governance of recommender

systems is an interesting question for future research and development.

6. Conclusions

Multistakeholder recommender systems account for the impacts and preferences of mul-
tiple groups of individuals, not just the end users receiving recommendations. This article
focuses on the evaluation of such multistakeholder recommender systems. We provide ex-
amples from three domains (music, HR, and education). Additionally, we discuss how
to move from theoretical principles to practical implementation. We bring attention to
the different aspects involved—from the range of stakeholders involved (including but not
limited to producers and consumers) to the values and specific goals of each relevant stake-
holder. Next, we discuss evaluation methodologies and metric selection. Finally, we outline

several open areas for future research, as seen from the lens of multistakeholder evaluation.
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The structure of the paper follows the steps necessary to evaluate a methodology for
software application development through: defining relevant features; scoring the features;
and providing guidelines for applying the evaluation framework [58]. Overall, with this
work, we aimed to outline the components that cannot be overlooked when undertaking a
multistakeholder evaluation of recommender systems. As we have emphasized throughout
the narrative, it cannot be denied that each use case is unique, influenced by the character-
istics of the primary recommender system, the environment in which it is deployed, and the
(direct and indirect) users it is designed to serve. Nevertheless, the components we discuss,
along with the focus on the practical implementation of key areas—from identifying stake-
holders and eliciting their views on recommender systems to defining and measuring how
well the envisioned values for a recommender are upheld—should serve as guidance for re-
searchers and practitioners. This understanding is essential for navigating the complex task
of evaluating recommender systems that satisfy multiple stakeholders while considering the

necessary trade-offs and compromises that need to be made along the way.
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