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Overview of Chapters

Chapter 1 - Introduction

This chapter starts with the motivation and the scienti ¢ positioning of this ha-
bilitation within the broad research eld of recommender systems. It also lists
and brie y outlines the 17 main publications of this habilitation.

Chapter 2 - Related Work and Background

Chapter 2 brie y discusses the related work and background relevant to this ha-
bilitation, namely (i) main concepts of recommender systems, (ii) transparency
and cognitive models in recommender systems, (iii) privacy and limited prefer-
ence information in recommender systems, and (iv) fairness and popularity bias in
recommender systems. Additionally, this chapter brie y summarizes the author's

own research e orts in relation to the related work.

Chapter 3 - Scienti ¢ Contributions

This chapter describes the 7 scienti ¢ contributions of this habilitation, which are
(i) using cognitive models for a transparent design and implementation process
of recommender systems, (ii) illustrating to what extent components of the cog-
nitive model ACT-R contribute to recommendations, (iii) addressing limited user
preference information in cold-start and session-based recommendation settings,
(iv) addressing users' privacy constraints and the trade-o between accuracy and
privacy in recommendations, (v) measuring popularity bias for user groups di er-
ing in mainstreaminess and gender, (vi) understanding popularity bias mitigation
and ampli cation, and (vii) studying long-term dynamics of fairness in algorith-
mic decision support. Additionally, this chapter discusses reproducibility aspects
of the presented research results and ndings.

Chapter 4 - Outlook and Future Research
Chapter 4 gives an outlook into future research directions based on the results,
scienti ¢ contributions, and ndings of this habilitation.

Appendix A and B

The appendices describe the author's own contributions to the publications pre-
sented in this habilitation, as well as include the full texts of these publications.
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Abstract

Recommender systems have become a pervasive part of our daily online experience
by analyzing past usage behavior to suggest potential relevant content, e.g., music,
movies, or books. Today, recommender systems are one of the most widely used
applications of arti cial intelligence and machine learning. Therefore, regulations
and requirements for trustworthy arti cial intelligence, for example, the European

Al Act, which includes notions such as transparency, privacy, and fairness are also
highly relevant for the design, development, evaluation, and deployment of rec-
ommender systems in practice. This habilitation elaborates on aspects related
to these three notions in the light of recommender systems, namely: (i) trans-
parency and cognitive models, (ii) privacy and limited preference information,
and (iii) fairness and popularity bias in recommender systems.

Speci cally, with respect to aspect (i), we highlight the usefulness of incor-
porating psychological theories for a transparent design process of recommender
systems. We term this type of systems psychology-informed recommender sys-
tems. We also use models of human memory theory to develop cognitive-inspired
algorithms for tag and music recommendations, and nd that these algorithms
are capable of outperforming related methods in terms of recommendation ac-
curacy. Additionally, we show that cognitive models can further contribute to
transparency aspects of recommender systems by illustrating how the models'
components have contributed to generate the recommendation lists.

In aspect (i), we study and address the trade-o between accuracy and pri-
vacy in di erentially-private recommendations. We design a novel recommenda-
tion approach for collaborative ltering based on an e cient neighborhood reuse
concept, which reduces the number of users that need to be protected with di er-
ential privacy. Furthermore, we address the related issue of limited availability of
user preference information, e.g., click data, in the settings of session-based and
cold-start recommendations, by using, e.g., variational autoencoders.

With respect to aspect (iii), we analyze popularity bias in collaborative ltering-
based recommender systems. We nd that the recommendation frequency of an
item is positively correlated with this item's popularity. This also leads to the
unfair treatment of users with little interest in popular content, since these users
receive worse recommendation accuracy results than users with high interest in
popular content. We also nd that female users are more strongly a ected by
the algorithms' ampli cation of popularity bias. Besides, we present results of an
online study on popularity bias mitigation in the eld of news article recommen-
dations. Finally, we study long-term fairness dynamics in algorithmic decision
support in the labor market using agent-based modeling techniques.

Vi



Kurzfassung

Empfehlungssysteme sind zu einem allgegenwartigen Teil unserer taglichen Online-
Erfahrung geworden, indem sie das vergangene Nutzerverhalten analysieren, um
relevante Inhalte vorzuschlagen, beispielsweise Musik, Filme oder Bacher. Mit-
tlerweile geheren Empfehlungssysteme zu den am weitesten verbreiteten Anwen-
dungen der kanstlichen Intelligenz und des maschinellen Lernens. Daher sind
Vorschriften far vertrauenswdardige kanstliche Intelligenz, welche Anforderungen
wie Transparenz, Datenschutz und Fairness umfassen, far die Entwicklung von
Empfehlungssystemen relevant. Diese Habilitation untersucht Empfehlungssys-
teme in Hinblick auf Aspekte, die mit diesen Anforderungen verknapft sind,
rnamlich: (i) Transparenz und kognitive Modelle, (ii) Datenschutz und limitierte
Praferenz-Informationen, sowie (iii) Fairness und Populariatsverzerrungen.

Beauglich Aspekt (i) zeigen wir den Nutzen von psychologischen Theorien
fur einen transparenten Designprozess von Empfehlungssystemen. Wir bezeich-
nen diese als Psychologie-inspirierte Empfehlungssysteme. Zusatzlich verwen-
den wir Modelle der menschlichen Gedachtnistheorie far die Entwicklung von
Empfehlungssystemen und zeigen, dass diese Algorithmen verwandte Methoden,
in Bezug auf die Vorhersagegenauigkeit, ubertre en. Damber hinaus zeigen wir,
dass die kognitiven Modelle dazu verwendet werden kennen, um zu illustrieren,
welche Komponenten fdar die Empfehlungsgenerierung wichtig gewesen sind.

In Hinblick auf Aspekt (ii) untersuchen wir die Beziehung zwischen Genauigkeit
und Datenschutz in Empfehlungssystemen, die Di erential Privacy verwenden.
Wir entwickeln einen neuartigen Empfehlungsalgorithmus, der auf einem e zien-
ten Konzept zur Wiederverwendung von Nachbarschaften im kollaborativen Fil-
tern basiert. Dadurch kann der notwendige Einsatz von Di erential Privacy min-
imiert werden. Damber hinaus adressieren wir ein damit verwandtes Problem,
namlich das der limitierten Nutzerpraferenz-Informationen, z.B., Klick-Daten,
durch die Verwendung von z.B., Variational Autoencodern.

Beauglich Aspekt (iii) analysieren wir den Ein uss der Populariatsverzerrung
auf die Genauigkeit von Empfehlungssystemen. Wir zeigen, dass Popularitat
und Empfehlungshau gkeit positiv korreliert sind, welches auch zur unfairen Be-
handlung von Nutzern fdahrt, die wenig Interesse an populren Inhalten haben.
Diese Nutzer erhalten eine geringere Empfehlungsgenauigkeit als Nutzer, die an
populren Inhalten interessiert sind. Damber hinaus zeigen wir, dass weibliche
Benutzer starker von Popularitatsverzerrungen betro en sind. Wir prasentieren
au erdem Ergebnisse einer Online-Studie zur Minderung des Ein usses von Pop-
ulariatsverzerrungen. Abschlie end untersuchen wir Langzeite ekte von Fairness
in algorithmischen Entscheidungen mittels agentenbasierter Modellierung.

Vii






Chapter 1

Introduction

The present postdoctoral thesis is a cumulative habilitation submitted to Graz
University of Technology for the scienti ¢ subject Applied Computer Science
This habilitation summarizes and discusses scienti ¢ publications that have been
published between 2018 and 2023, i.e., during the habilitation's author's postdoc-
toral research. This chapter describes the scienti ¢ positioning of this habilita-
tion (Section 1.1), and introduces the 17 main publications that constitute this
work (Section 1.2). All publications are peer-reviewed, are already published, and
contain a digital object identi er ( DOI ). The publications consist of 7 journal
articles, 7 conference proceedings contributions, two workshop post-proceedings
book chapters, and one workshop paper. The latter was published via the aca-
demic distribution service arXiv in accordance with the publishing guidelines of
the Workshop on Transparency and Explainability in Adaptive Systems through
User Modeling Grounded in Psychological Theoryco-located with ACM Ul 2020 .

1.1 Scienti ¢ Positioning of this Habilitation

This habilitation investigates the research eld of recommender systems in general,
and aspects of transparency and cognitive models, privacy and limited preference
information, and fairness and popularity bias in recommender systems in partic-
ular. The research eld of recommender systems makes use of multiple aspects of
Applied Computer Science including (but not limited to) data science, user mod-
eling, personalization, machine learning, information retrieval, human computer
interaction, computational social science, and trustworthy arti cial intelligence.
More concretely, recommender systems can be seen as one of the most widely
used instantiations of machine learning and arti cial intelligence, and accompany
us in our daily online experience. Thus, recommender systems have become an
integral part of our digital life for supporting humans in nding relevant infor-
mation in information spaces that are too big or complex for manual ltering
(e.g., [47,125,225]). Since the early implementations of recommendation algo-
rithms (e.g., [223, 224]), these systems analyze past usage behavior in order to
build user models, and to suggest items (e.g., movies), or even people in social
networks [76], to individual users or to groups of users (e.g., [184,185]). To build
these user models, di erent techniques have been employed, including traditional



approaches such as collaborative Itering [80], content-based lItering [176], and
hybrid recommendations [45], and more recent approaches based on latent repre-
sentations (or embeddings) and deep learning [57,265,278]. Thus, also di erent
types of data sources are utilized for generating recommendations, e.g., preference
information such as ratings, and content features of items (see Section 2.1 for more
details on recommender systems in general). Apart from that, recent research has
illustrated the multi-stakeholder nature of recommender systems [1,3]. Thus, not
only users are aected by recommendations, but also other stakeholders [120],
such as platform operators or item providers (e.g., music artists). Balancing the
goals of multiple stakeholders is an active research topic, and further illustrates
the far-reaching impact of recommender systems on society [48].

The uptake of recommender systems both in academia and industry [52,119,
126], as well as their human-centric nature, emphasizes that current regulations
and requirements for trustworthy arti cial intelligence (Al) are also of high impor-
tance for the deployment of recommender systems [69]. Trustworthiness entails
multiple notions that have been de ned and categorized by the European Com-
mission and institutions in other countries. This has led to di erent regulations
and requirements, for example, theEU Arti cial Intelligence Act [59], or the
United States Regulatory Development Relating to Al[259]. Although there are
di erences between these regulations and requirements, all of them include no-
tions related to transparency, privacy, and fairness in Al. These aspects are also
highly relevant under the lens of recommender systems, as indicated by recent
related research investigating trustworthy recommender systems [83,84,96]. This
habilitation contributes to this line of research in the following elds:

Transparency and Cognitive Models in Recommender Systems

One issue of modern recommender systems algorithms based on deep learning
techniques (e.qg., [265,278]) is that these approaches are mostly based on principles
of arti cial intelligence rather than human intelligence. This could lead to non-
transparent algorithmic decisions that are hard to understand by the system's
users [244]. Apart from methods coming from the elds of explainable Al [193]
and explainable recommender systems [255], one way to address this issue is to use
theories from psychology to enhance the transparency of recommendation models.
This habilitation uses cognitive models of human memory for a transparent
design of recommendation approaches [150, 154, 156, 168, 240]. Speci cally, we
show that models of human episodic memory and activation processes in human
memory can help to create transparent and accurate recommendation models.
In this respect, we also illustrate to what extent the components of these mod-
els contribute to the generation of the recommendation lists [196]. Finally, we
survey and categorize research at the intersection of recommender systems and
psychology, which we termpsychology-informed recommender systemglL69].

Privacy and Limited Preference Information in Recommender Systems

Recommender systems need to analyze user preference information to calculate
personalized recommendations, which could lead to multiple privacy threats to



users [90]. This includes the inference of users' sensitive information (e.g., gen-
der), or the disclosure of users' preference information (e.g., who bought what)
via the analysis of generated recommendation lists by untrusted third parties
(e.g., [33,49,277]). Thus, privacy has become a key requirement for personalized
recommender systems, especially in the light of current data protection initiatives
such as theEuropean General Data Protection Regulation (GDPR). Therefore,
privacy is related to the issue of limited availability of user preference information
(e.g., clicks or ratings) due to the restricted utilization of users' preference infor-
mation as a result of data protection initiatives [40,62], and due to the increased
privacy concerns of users (e.g., users are not willing to share preference information
or to sign in to the system) [137,164,189]. This could lead to the user cold-start
problem [235] and session-based recommendation settings, since long-term user
preferences (including past preferences of the target user) are unavailable [124].

This habilitation investigates issues of limited preference information by ad-
dressing the user cold-start problem using recommendations based on users' trust
connections [72], and by studying the usefulness of variational autoencoders for
session-based job recommendations [162]. Additionally, we study varying privacy
constraints of users in a matrix factorization-based recommender system using
meta learning [197]. We also address the privacy-accuracy trade-o in di eren-
tially private recommender systems by utilizing an e cient neighborhood reuse
concept [201]. Finally, we survey and categorize the literature on employinglif-
ferential privacy for collaborative Itering recommender systems [200].

Fairness and Popularity Bias in Recommender Systems

Although bias and fairness in algorithmic decision support and machine learning is
a research topic that has gained a lot of attraction in recent years [37,158,190], the
re ection and replication of biases is still an open research problem in the eld of
interactive systems in general [91,163], and recommender systems in particular [55,
179,192]. Here, especially popularity bias is a common issue in recommender
systems based on collaborative Itering, and leads to the underrepresentation of
unpopular content in personalized recommendation lists [9, 20, 82].

The research presented in this habilitation shows that this popularity bias
unfairly a ects users with little interest in popular content, since this user group
receives lower recommendation accuracy than users interested in popular con-
tent [145,151,152,155]. We also nd that recommendation algorithms could am-
plify popularity bias for female users [166], and that content-based recommenda-
tions can help to mitigate popularity bias [159]. Additionally, we study long-term
fairness in algorithmic decision support in the labor market, and nd that there
is a trade-o between individual and group fairnessin this setting [237].

Reproducibility Aspects of this Habilitation

The reproducibility of recommender systems research results is of utmost impor-
tance to be able to track the scienti ¢ progress in the eld (e.g., [32,86]). This
habilitation provides code and data resources that should foster the reproducibil-
ity of the presented research contributions (see Section 3.4 for a full list).



1.2 Main Publications

Table 1.1 lists the 17 main publications of this habilitation. | have selected 5
publications for each of the rst two research topics described beforehand. For
the third research topic, fairness and popularity bias in recommender systems, |
have selected 7 publications, since this is the research topic | have investigated
most recently (here, my rst paper was published in 2020). Within these three
research elds, the publications are sorted by publication year in ascending order.
Overall, each publication is assigned a unique ID, i.e.i wherei =1 :::17.

In the rst eld, transparency and cognitive models in recommender systems,
the list of publications contains three studies, in which cognitive models are em-
ployed for a transparent design process of recommender systems, i.e., one rec-
ommendation approach based on a model of human episodic memo, and
two approaches based on models formalizing activation processes in human mem-
ory [P3]. Furthermore, it lists a survey on psychology-informed recommender
systems. Another publication illustrates to what extent components of cog-
nitive models contribute to the generation of the recommendation lists| P 5],

The second research eld contains two studies on addressing the issue of lim-
ited availability of user preference information: one addresses the user cold-start
problem using trust-based collaborative ltering , and one employs variational
autoencoders for session-based job recommendatig7]. Table 1.1 also contains
three publications on privacy-aware recommender systems, one addressing varying
privacy constraints of users, one addressing the accuracy-privacy trade-o
of di erentially private recommender systems , and one surveying the use of
di erential privacy in collaborative Itering recommender systems.

In the third eld, Table 1.1 contains two publications that study popularity
bias and characteristics of \niche" users in music recommendationsP 11] [P 12]
One paper further studies if users of dierent genders are equally a ected by
popularity bias in music recommendations, and another paper studies pop-
ularity bias in multimedia recommendation domains|P 14| Furthermore, this list
contains an online study on popularity bias mitigation in news article recommen-
dations . Another paper analyzes miscalibration and popularity bias ampli-
cation in recommendations . Finally, one journal article studies long-term
dynamics of fairness in algorithmic decision support in the labor markef P 17].

Table 1.1: List of main publications selected by the author of this habilitation.

No. Publication
Transparency and Cognitive Models in Recommender Systems

|P1|  Seitlinger, P., Ley, T., Kowald, D. , Theiler, D., Hasani-Mavrigi, 1.,
Dennerlein, S., Lex, E., Albert, D. (2018). Balancing the Fluency-
Consistency Tradeo in Collaborative Information Search with a Rec-
ommender Approach. International Journal of Human{Computer Inter-
action, 34:6, pp. 557-575. DOlhttps://doi.org/10.1080/10447318.
2017.1379240




Lex, E.*, Kowald, D.* , Schedl, M. (2020). Modeling Popularity and
Temporal Drift of Music Genre Preferences. Transactions of the Interna-
tional Society for Music Information Retrieval, 3:1, pp. 17-30. (*equal
contribution) DOI: https://doi.org/10.5334/tismir.39

Kowald, D.* , Lex, E.*, Schedl, M. (2020). Utilizing Human Mem-
ory Processes to Model Genre Preferences for Personalized Music Rec-
ommendations. In 4th Workshop on Transparency and Explainability

in Adaptive Systems through User Modeling Grounded in Psychological
Theory (HUMANIZE @ ACM 1UI'2020) . (*equal contribution) DOI:
https://doi.org/10.48550/arXiv.2003.10699

M

Lex, E., Kowald, D. , Seitlinger, P., Tran, T., Felfernig, A., Schedl,
M. (2021). Psychology-informed Recommender SystemsFoundations
and Trends in Information Retrieval, 15:2, pp. 134{242. DOI: https:
//doi.org/10.1561/1500000090

[P

Moscati, M., Wallmann, C., Reiter-Haas, M., Kowald, D. , Lex, E.,
Schedl, M. (2023). Integrating the ACT-R Framework and Collaborative
Filtering for Explainable Sequential Music Recommendation. In Pro-
ceedings of the 17th ACM Conference on Recommender Systems (Rec-
Sys'2023) pp. 840{847. DOI: https://doi.org/10.1145/3604915.
3608838

Privacy and Limited Preference Information in Recommender
Systems

Duricic, T., Lacic, E., Kowald, D. , Lex, E. (2018). Trust-Based Col-
laborative Filtering: Tackling the Cold Start Problem Using Regular
Equivalence. In Proceedings of the 12th ACM Conference on Recom-
mender Systems (RecSys'2018)pp. 446{450. DOI: https://doi.org/
10.1145/3240323.3240404

N

Lacic, E., Reiter-Haas, M., Kowald, D. , Dareddy, M., Cho, J., Lex, E.
(2020). Using Autoencoders for Session-based Job Recommendations.
User Modeling and User-Adapted Interaction 30, pp. 617{658. DOI:
https://doi.org/10.1007/s11257-020-09269-1

3|

Muellner, P., Kowald, D. , Lex, E. (2021). Robustness of Meta Matrix
Factorization Against Strict Privacy Constraints. In Proceedings of the
43rd European Conference on Information Retrieval (ECIR'2021), pp.
107-119. DOI: https://doi.org/10.1007/978-3-030-72240-1_8

H

Muellner P., Lex, E., Schedl, M., Kowald, D. (2023). ReuseKNN:
Neighborhood Reuse for Di erentially-Private KNN-Based Recommen-
dations. ACM Transactions on Intelligent Systems and Technology
14:5, pp. 1-29. DOI: https://doi.org/10.1145/3608481

Muellner P., Lex, E., Schedl, M., Kowald, D. (2023). Di erential
Privacy in Collaborative Filtering Recommender Systems: A Review.
Frontiers in Big Data , 6:1249997, pp. 1-7. DOlhttps://doi.org/10.
3389/fdata.2023.1249997



Fairness and Popularity Bias in Recommender Systems

|P11] Kowald, D. , Schedl, M., Lex, E. (2020). The Unfairness of Pop-
ularity Bias in Music Recommendation: A Reproducibility Study.
In Proceedings of the 42nd European Conference on Information Re-
trieval (ECIR'2020), pp. 35-42. DOI: https://doi.org/10.1007/
978-3-030-45442-5 5

P12| Kowald, D. , Muellner, P., Zangerle, E., Bauer, C., Schedl, M., Lex,
E. (2021). Support the Underground: Characteristics of Beyond-
Mainstream Music Listeners. EPJ Data Science 10:14. DOI: https:
//doi.org/10.1140/epjds/s13688-021-00268-9

[P13] Lesota, O., Melchiorre, A., Rekabsaz, N., Brandl, S.Kowald, D. , Lex,
E., Schedl, M. (2021). Analyzing Item Popularity Bias of Music Rec-
ommender Systems: Are Dierent Genders Equally A ected? In Pro-
ceedings of the 15th ACM Conference on Recommender Systems (Rec-
Sys'2021) pp. 601-606. DOI: https://doi.org/10.1145/3460231.
3478843

P14| Kowald, D. , Lacic, E. (2022). Popularity Bias in Collaborative
Filtering-Based Multimedia Recommender Systems. InAdvances in
Bias and Fairness in Information Retrieval (BIAS @ ECIR'2022). Com-
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Chapter 2

Related Work and Background

This chapter describes relevant research and background related to the scienti c
contributions of this habilitation. First, the main concepts of recommender sys-
tems are brie y outlined in Section 2.1, followed by relevant background with
respect to transparency and cognitive models in recommender systems in Sec-
tion 2.2. Next, the topic of privacy and limited preference information in recom-
mender systems is briey discussed in Section 2.3. Finally, Section 2.4 gives a
compact overview of fairness and popularity bias in recommender systems. This
chapter also summarizes our own research related to these topics, which is then
outlined in relation to the main publications of this habilitation in Chapter 3.

2.1 Main Concepts of Recommender Systems

This section gives a compact overview of recommender systems (i) algorithms, (ii)
applications, and (iii) evaluation methods relevant to this habilitation.

Recommender Systems Algorithms

In general, there are three main categories of recommendation algorithms [18,225]:
(i) collaborative Itering (CF), (ii) content-based lItering (CBF), and (iii) hybrid
approaches. This habilitation focuses on CF, but also investigates CBF-.
Typically, a user-based CF recommender systenR¥ generates an estimated
rating score for a target useru and a target item i by utilizing the ratings rp;; of
k other users that have ratedi, i.e., the k nearest neighborsNL‘};i [68]. Therefore,
this variant of CF is often referred to as UserKNN, i.e., user-basedk nearest
neighbors. Formally, the estimated rating scoreR¥(u;i) for u and i is given by:

2N sim(u;n) rn;

n2NK, sim(u; n)

RK(u;i) = (2.1)
where sim(u;n) is the similarity between target user u and neighbor n. For
UserKNN, the neighborhoole'j;i used for generating recommendations fou and
i comprises thek most similar neighbors. More formally:

N& = arg'fnax sim (u; ¢) (2.2)
c2U;

7



where U; are all users that have ratedi and sim is the similarity metric (e.qg.,
Cosine or Pearson [35]). There also exist variations of this algorithm suitable for
item relevance prediction and for implicit user preferences (e.g., clicks) [122].

It is also possible to calculate similarities between items based on users' prefer-
ences of these items. This variant of CF is termed item-based CF (oitemKNN )
and has advantages in cases when user pro les change quickly [228femKNN
was introduced as the main recommendation algorithm by Amazon.com [174] in
2003. For a comprehensive review of KNN-based CF methods, please see [204],
and for a survey on CF with side information, please see [243]. Another possibility
to incorporate side and context information (e.g., time or location) is by utilizing
context-aware recommender systems, as discussed in these works [14,17,19].

Another variant of CF is matrix factorization (MF), which follows the idea that
a user's preferences can be e ciently represented in low-dimensional space [139,
242]. The items are represented in the same low-dimensional space, which enables
to generate recommendations by calculating the dot-product between the user
and the item vectors. These vectors are often termedembeddings and can be
calculated with technigues such as graph neural networks [250], recurrent neural
networks [112], neural CF [108], or autoencoders [274]. As described in Section 2.3,
in this habilitation, autoencoders are used to address the issue of limited prefer-
ence information in session-based recommendations [123, 170]. Furthermore, a
neural CF approach [108] is used to study di erentially-private recommendations.
For a comparison of neural network and KNN-based methods, please see [87].

The next type of algorithms, content-based Itering (CBF) [176], utilizes con-
tent features of items (e.g., genres, title) to build item pro les to overcome the
item cold-start problem (i.e., items with no user preference information). These
item pro les are then matched with user pro les that also consist of content fea-
tures of the consumed items [63]. For representing content features, techniques
such as LDA (Latent Dirichlet Allocation) [43] can be used. CBF could su er
from a lack of novelty and diversity, since typically items are recommended that
are similar to the items the user has consumed in the past. To overcome this issue,
hybrid recommendation approaches [45,46,140,213] combine CBF and CF to get
the bene ts of both worlds. There exist several ways to combine recommendation
algorithms [127], including (i) monolithic, where collaborative and content infor-
mation is combined in a single recommendation model, (ii) parallelized, where the
results of di erent algorithms are combined using, e.g., a weighted approach, and
(i) pipelined, where one algorithm uses the results of another algorithm as input.

Recommender Systems Applications

This habilitation focuses on four application areas for recommender systems,
namely (i) tag recommendations, (ii) music recommendations, (iii) job recom-

mendations, and (iv) news article recommendations. The following paragraphs
brie y describe the particularities of these application areas. Tag recommenda-
tion systems aim to support users in nding descriptive tags (or keywords) for

annotating Web resources [128,180] (e.g., music tracks or tweets in Twitter). Pre-
vious research of this habilitation's author has shown that a user's choice of tags is
a ected by activation processes in human memory [147,148], which can be utilized
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for a transparent design of tag recommendation models [153] (see Section 2.2).

Similar to recommendations in other multimedia domains [66] (e.g., movies or
television items [182]), music recommender systems help users to navigate large
content databases, and to nd content that suit their taste [234]. However, in
contrast to movies or books, music has some distinguished properties that also
a ect the design of music recommendation algorithms [233]: (i) music may be
consumed repeatedly, while movies or books are typically consumed only once or
a few times at maximum, (ii) music recommendations can be addressed on dif-
ferent abstraction levels including tracks, albums, artists and genres, (iii) rating
data is relatively rare in the music domain, and thus implicit user preferences
(e.g., listening events) are an important information source for recommender sys-
tems [70], and (iv) domain knowledge (e.g., musical sophistication) may have a
high impact on how recommendations are perceived by the music listeners [130].

Next, job recommender systems address a particular recommendation prob-
lem, in which open job positions should be matched with job candidates [10, 11].
This di ers to other recommendation application domains, since typically every
open job position (i.e., the item) can be assigned to only one job candidate (i.e.,
the user), and vice versa [133]. Additionally, job portals (especially those that
o0 er jobs to students and young talents) often provide the possibility to browse
jobs anonymously [160, 221], which then turns the job recommendation problem
into a session-based recommendation problem [123,217]. Limited preference infor-
mation and anonymous user sessions are also issues of news article recommender
systems [64,116,194]. Via providing recommendations of currently relevant news
articles that match session information (e.g., clicks) of the user, news portals aim
to increase user engagement, and to turn anonymous readers into paying sub-
scribers [5]. Finally, another particularity of news recommendations is the short
lifetime of items, since many articles are only relevant for one day [209].

Recommender Systems Evaluation Methods

This habilitation considers both online and o ine evaluation procedures of recom-
mender systems. Both methods aim to compare the performance of two or more
recommendation algorithms, but while online evaluation is performed in a live
system, e.g., using A/B tests [94], o ine evaluation is performed using collected
preferences, typically in the form of training and test sets [53]. Another di erence
lies in the time when the user preference information is collected: whereas online
evaluation collects user preferences after the recommendations are shown to the
users, o ine evaluation gathers user preferences (i.e., the ground truth data in the
test set) before the recommendations are calculated [52,273]. Online evaluation
procedures then measure the actual performance using impact- or value-oriented
measurements such a€lick-Through-Rate (CTR) [121]. In contrast, o ine eval-
uation procedures make use of relevance or performance metrics, which are often
borrowed from the information retrieval research eld [28,227].

With respect to oine evaluation metrics, this habitation investigates both
accuracy and beyond-accuracy metrics. To measure accuracy [61], error-based
metrics for rating prediction such as the Mean Absolute Error (MAE) [269], and
metrics for ranking quality such as Precision (P), Recall (R), F1-score (F1), Mean
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Reciprocal Rank (MRR), and Normalized Discounted Cumulative Gain (nDCG),
have been proposed in the literature (e.g., [111]).

After decades of accuracy-driven recommender systems evaluation procedures,
the research community has argued that being accurate is not the only important
objective for a recommender system, and has proposed a set of beyond-accuracy
metrics [16, 95, 187]. Here, especially, the concepts obvelty and diversity are
important [51]. Novelty describes the di erence between the recommended items
and a speci ¢ context, which could be the target user's item history or all users'
item histories in the system [262]. The former, which is also referred to as person-
alized or user-based novelty, or unexpectedness [13], describes how di erent the
recommendation list is from the items the target user has consumed in the past
(i.e., the user item history). This concept is also related to serendipity, which, in
addition, takes the relevance of the recommended items into account [56]. The
latter, which is also referred to as long-tail novelty or system-based novelty [262],
measures the rarity or inverse popularity of the recommended items [54]. This
concept is also related to evaluating fairness and popularity bias of recommenda-
tions, which is described in more detail in Section 2.4.

All methods and metrics discussed so far solely evaluate the recommender
system from a user's, or consumer's, perspective. However, in recent years, the
multi-stakeholder nature of recommender systems has been highlighted, which not
only takes the users, but also the item providers (and maybe even other stake-
holders like the system operators) into account [1, 3]. Here, especially integrat-
ing and evaluating item provider constraints is becoming an important research
topic [251], and is also related to multi-sided fairness aspects of recommender
systems [48, 246]. Finally, the reproducibility of recommender systems evaluation
procedures is another important and timely topic [60]. Here, the adequate docu-
mentation and sharing of source-code and dataset samples used in the evaluation
process is a key aspect of reproducibility [32]. Please see Section 3.4, for a discus-
sion of reproducibility aspects related to the contributions of this habilitation.

Summary of own research (1): This habilitation studies a wide range
of recommendation algorithms and applications such as tag, music, job, and
news article recommendations. Additionally, we investigate both accuracy and
beyond-accuracy metrics, and both oine and online evaluation settings. Fi-
nally, we discuss reproducibility aspects of the scienti ¢ contributions of this
habilitation, and provide code and data resources to foster reproducibility.

2.2 Transparency and Cognitive Models in Recom-
mender Systems

This habilitation investigates transparency aspects of recommender systems by
following principles of psychology and human cognition for a transparent design
process of recommendation algorithms. Another possibility to enhance trans-
parency in recommender systems is by providing explanations for recommenda-
tions, which is not investigated in this habilitation. For the eld of explainability

in recommender systems, please see [207, 253,254, 255].
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2.2.1 The Role of Psychology in Recommender Systems

Already, early research in the eld of recommender systems was in uenced by
the fact that humans' decision-making processes are impacted by their social
surroundings, which also motivated the implementation of the rst collaborative
Itering-based recommendation algorithms [223, 224]. In order to create more
human-centric recommendations, additional psychological characteristics of users
were incorporated in the design and implementation process of recommender sys-
tems [27,257]. For example, insights from decision psychology [165] were used
to study serial position and anchoring e ects in recommendations [15, 85, 248],
and to show that users are more likely to remember items at the beginning (i.e,
primacy e ect) and the end (i.e., recency e ect) of a list [249]. Related research
also investigated how to incorporate aspects such as personality [256], and a ect,
e.g., emotion [99] or satisfaction [183, 186], into the recommendation process.

Based on these lines of research, we survey and categorize related work at the
intersection of psychology and recommender systems. We term this type of recom-
mender systemspsychology-informed recommender systemg 69], and we identify
three main areas: (i) cognitive (or cognition)-inspired, (ii) personality-aware, and
(i) a ect-aware recommender systems. Additionally, we connect these areas to
aspects of human decision-making, and to aspects of human-centric evaluation de-
sign of recommender systems. This habilitation focuses on the rst area, namely
cognitive-inspired recommendations based on human memory theory, which is
described in more detail in the following section.

Summary of own research (2): We highlight the usefulness of incorporating
the underlying psychological constructs and theories into a transparent desig
process of recommender systems. We term this type of recommender system
psychology-informed recommender systeyrand categorize it into three types.

-

2.2.2 Cognitive-inspired Recommendations

This habilitation investigates two cognitive-inspired recommendation approaches:
one based on human episodic memory, and another one based on activation pro-
cesses in human memory. Other types of cognition-aware recommendation ap-
proaches, such as stereotype-based recommendations [226], categorization-based
recommendations [239], or attention-based user models [238], are discussed in [169].

Recommendations based on Human Episodic Memory

Human episodic memory is the memory of personally experienced events that
occurred in a specic context (e.g., a particular day or place, or a given cat-
egorization) [258]. The contextual information is essential for retrieving these
events. MINERVAZ2 [113] is a model that accounts for episodic memory-based
human behavior such as categorization [114], and recognition [115]. MINERVA2
distinguishes between a long-term or secondary memory that holds the episodic
memory traces (i.e., the events along with the context information), and a working
or primary memory that communicates with the secondary memory by sending
retrieval cues (e.g., current context information), and receiving matching events.

11



In our own research [156,240], we employ MINERVA2 to implement a tag rec-
ommendation algorithm called Search of Memory (SoMe) SoMe mimics a user's
search of memory when assigning tags to bookmark a Web resource. Therefore, we
encode episodic memory traces using the categories assigned to previously book-
marked Web resources of this user. Speci callySoMe implements MINERVA2's
distinction between the primary and secondary memory in a way that the pri-
mary memory represents the Web resource to be tagged in terms of the resource's
categories, and to search the secondary memory for tags that are assigned to
Web resources with similar categories. These tags are then recommended to the
user. Via user studies, we nd that SoMe provides higher tag recommendation
acceptance than a popularity-based baseline approach [156,240] (see Section 3.1).

Recommendations based on Activation Processes in Human Memory

Human memory is very e cient in making memory units quickly available when
they are needed [39,211]. More formally, human memory tunes the activation of
its units to statistical regularities of the current context and environment [24].
These so-called activation processes in human memory are formalized in the cog-
nitive architecture ACT-R [23]. ACT-R is short for \Adaptive Control of Thought
{ Rational", and di ers between two long-term memory modules: (i) declarative
memory, which holds factual knowledge (i.e., what something is), and (ii) proce-
dural memory, which consists of action sequences (i.e., how to do something) [22].

This habilitation focuses on the declarative memory module, which contains
the activation equation of human memory. The activation equation determines
the usefulness, i.e., the activation levelA;, of a memory unit i (e.g., a specic
item or item category the user has interacted with in the past) for a useru in the
current context. It combines a base-levelactivation with an associativeactivation,
which depends on the weightW;, and the strength of associationS;; [22]:

X
A = B+ Wj Sj;i (2.3)
j
where B; represents the base-levelactivation of i, which quanti es its general
usefulness by considering how frequently and recently it has been used in the
past. It is de ned by the base-level learning (BLL) equation[24]:
0 1

X
B = In@ t dA (2.4)
j=1

wheren is the frequency ofi's occurrences in the past (i.e., how ofteru has inter-
acted with i), and tj is the time since thej th occurrence ofi (i.e., the recency ofi).
The exponent d accounts for the time-dependent decay of item exposure, which
means that each unit's activation level decreases in time according to a power
function. The second part of Equation 2.3 represents theassociative activation
that tunes B; to the current context. The current context can be de ned by any
contextual elementj that is relevant to the current situation, and via learned
associations, the contextual elements can increadés activation.
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Figure 2.1: An example illustrating the di erence between the BLL equation (left
panel) and the activation equation (right panel). Here, un lled nodes represent
target genresg; and g, and black nodes represent contextual genres. Fog; and
02, the node sizes represent the activation levels, and for the contextual genres, the
node sizes represent the weightsV.. The association strengthScq is represented
by the length of each edge. We see a di erent ranking of the genres in the two
settings, which illustrates the importance of the associative activation [150].

Figure 2.1 illustrates the di erence between the base-level activation and the
associative activation in the case of a music recommendation system that aims
to rank relevant music genres for a given user. The left panel shows the ranking
of two genresg; and g, according to the BLL equation. Here, g; would have
a higher activation level than g, based on past usage frequency and recency.
The right panel shows the ranking of these genres according to thectivation
equation, which also takes associations with contextual genres into account (e.g.,
music genres that are relevant in the current situation). Using the combined base-
level and associate activation, the ranking changes, andp, would have a higher
activation level than g; [150]. The declarative memory module also contains some
additional components. One example is the valuation component [131], which
determines thevalue attributed by utoi (e.g., interaction time or frequency [220]).

In our research, we use théBLL equation and activation equation for a trans-
parent design, implementation, and evaluation process of two music recommen-
dation algorithms [150, 168]. We show that these cognitive-inspired approaches
outperform related baselines in terms of recommendation accuracy. Additionally,
we illustrate to what extent the components of ACT-R contribute to the genera-
tion of the music recommendation lists [196]. In a recently accepted paper [154],
we discuss transparency aspects of additional components of ACT-R.

Summary of own research (3): We use models of human episodic memoty
(i.e., MINERVAZ2), and activation process in human memory (i.e., ACT-R) for a
transparent design, implementation, and evaluation process of recommendation
algorithms. We also illustrate to what extent the components of ACT-R (e.g.,
BLL ) contribute to the generation of the recommendation lists.
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2.3 Privacy and Limited Preference Information in
Recommender Systems

This section gives an overview of privacy-aware recommendations. Since the users'
privacy concerns could also lead to the limited availability of preference informa-

tion (e.g., users disclose their preferences, or do not sign in to the system), this
section also gives an overview of session-based and cold-start recommendations.

2.3.1 Privacy-aware Recommendations

In terms of privacy, this habilitation focuses on di erentially-private recommenda-
tions. This section also brie y discusses privacy aspects of recommender systems.

Privacy Aspects of Recommender Systems

Recommender systems need to store and process user preference information,
which could lead to potential privacy risks to its users [90]. This includes the
inference of private information. Here, related research has shown that inference
attacks can be used to derive a user's sensitive information (e.g., gender [245])
based on the information shared with the recommender system [33,129, 268]. For
example, ink-nearest neighbor-based recommender systems, the use of neighbors'
preference information in the recommendation process can pose a privacy risk to
the neighbors [218,276]. In this way, the preference information of the neighbors
can be uncovered, or the neighbors' identities (or sensitive attributes) can be
revealed. Other inference attacks in recommender systems work by generating fake
users, i.e., sybils, based on the limited knowledge of a victim's preferences. These
sybils isolate the victim utilized as a neighbor, and compromise its privacy [49].

Di erent privacy-preserving technologies have been used to mitigate the users'
privacy risks, including homomorphic encryption, federated learning and di eren-
tial privacy. While homomorphic encryption techniques aim to generate privacy-
aware recommendations by employing encrypted user preference information [275],
federated learning techniques build on the assumption that sensitive user infor-
mation should never leave the user's device [25,272]. Finallgi erential privacy
protects the users by introducing noise into the recommendation process [73].

Our own research focuses on usindi erential privacy . Additionally, we study
how limiting the preference information of users can help to increase privacy.
Therefore, we use the concept ofmeta learning [173] to calculate recommenda-
tions based on a minimal amount of user preference information. With this, we
study privacy constraints of users (e.g., willingness to share preference informa-
tion) [197]. We nd that users with small proles can aord a higher degree
of privacy than users with large pro les, and that meta learning is helpful for
increasing the robustness against the users' privacy constraints (see Section 3.2).

Di erentially-Private Recommendations

The aim of di erentially-private recommendations is to inject randomness and
noise into the recommendation calculation process to mitigate the inference risk
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of users' preference information [89, 188]. This habilitation focuses on a specic
attack, which can be addressed by usingli erential privacy . Here, a user with
malicious intent, i.e., the adversary a, tries to infer preference information (here,
rating scores) of a speci c neighborn in user-basedk-nearest neighbor CF (i.e.,
UserKNN ) [49]. In this attack scenario, the adversarya has some prior knowledge
about n, such as publicly available rating information P of n that could have
been inferred from, e.g., product reviews. Usind®, a modi es its own user pro le
Ra such that it (partially) matches n's prole, which increases the likelihood
of n being used as a neighbor for calculatinga's recommendations. With this,
a queries estimated rating scores from the recommender system, i.eRK(a) =

for item ij 2 Qa, and Qa is the set of a's rating queries. Then a aims to infer
rating information rp;; of a neighborn for item i; used to generate the estimated
rating scores. More formally, this is given by:

Prirni,; Mg JR¥(a;i1); R¥(a;iz);:: 1 R¥(@;i); P [ Ral (2.5)

To mitigate the inference risk of n's rating information, di erent variants of
di erential privacy such as thelaplace input perturbation [75] or plausible deni-
ability [41] can be used. This habilitation utilizes randomized responseq267] to
establish plausible deniability. Speci cally, a privacy mechanism mpp is applied
to the neighbors' ratings to generate the di erentially-private set of ratings R:

R=fmpp (rni):n2 N&g (2.6)

Via randomized responsesneighbors can plausibly deny that their real rating
was used in the recommendation process. In detail, the privacy mechanismpp
ips a fair coin, and if the coin is heads, the neighbor's real rating is used in
the recommendation calculation. If the coin is tails, mpp ips a second fair coin
to decide whether the neighbor's real rating, or a random rating drawn from a
uniform distribution over the range of ratings, is used. With this, the adversary
a does not know if the utilized rating is real, or random, which leads to the
guarantees ofdi erential privacy [75]. However, the randomness introduced to
the users' preference information typically leads to accuracy drops, and thus also
to a fundamental trade-o between accuracy and privacy [38].

In our research, we address this accuracy-privacy trade-o by proposing a
novel di erentially-private recommendation approach termed ReuseKNN [201].
ReuseKNN aims to reduce the number of users that need to be protected via
di erential privacy by employing an e cient neighborhood reuse concept. With
this, the majority of users (we call them secureusers) are rarely used in the recom-
mendation process and thus, do not need protection, while some highly reusable
users (we call themvulnerable users) can be protected withdi erential privacy .
Figure 2.2 schematically illustrates our approach, and shows that the fraction of
secure users is substantially larger in the case oReuseKNN compared to tradi-
tional UserKNN. We also nd that this leads to higher recommendation accuracy
compared to a fully di erentially-private recommender system (see Section 3.2).
Additionally, we survey, analyze, and categorize the use ofli erential privacy in
26 papers published in recommender systems-relevant venues [200].
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Figure 2.2: Schematic illustration of the data usage (i.e., how often a user is used
as a neighbor) distribution of UserKNN and ReuseKNN ReuseKNN increases
the number of secure users (green, nodi erential privacy needed) and decreases
the number of vulnerable users (red, di erential privacy needs to be applied)
compared to UserKNN. The dashed line illustrates the data usage threshold , a
parameter to adjust the maximum data usage for users to be treated as secure.

Summary of own research (4): We study varying privacy constraints of
users, e.g., the willingness to share preferences with the recommender system.
Additionally, we address the privacy-accuracy trade-o in di erentially-private
recommendations by employing a neighborhood reuse concept, and survey and
categorize the literature on usingdi erential privacy in collaborative ltering.

2.3.2 Limited Availability of User Preference Information

Data protection initiatives as well as the users' privacy concerns in recommender
systems can lead to the limited availability of preference information [40,137,164,
189, 260]. This habilitation investigates this issue in session-based and cold-start
recommendation settings, which are discussed in this section.

Session-based Recommendations

Session-based recommender system aim to provide meaningful recommendations
in cases where long-term user preferences, or user histories, are not available (e.g.,
due to users' privacy concerns, or when users do not sign in to the system). The
input of a session-based recommender system consists of a typically short item se-
guence that is observed in the current user session [124,177]. Di erent algorithms
for session-based recommendations have been proposed, including methods based
on k-nearest neighbors [123] or recurrent neural networks [112]. Session-based
recommender systems are related to sequence-aware and sequential recommender
systems [132], which are not covered in this habilitation. Please see [216] for a
detailed overview of sequence-aware and sequential recommendations.

In our research, we employ autoencoders, a speci ¢ type of neural network for
reducing the dimensionality of data [157], to infer latent session representations,
and to generate session-based job recommendations. Speci cally, we nd that
variational autoencoders provide the best results across a set of accuracy and
beyond-accuracy evaluation metrics (e.g., system and session-based novelty) [162].
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The User Cold-Start Problem

The user cold-start problem in recommender systems refers to users that have in-
teracted with only a few or even with no items at all, i.e., users with limited avail-
ability of preference information [235]. Related research has proposed di erent
methods to address the user cold-start problem, including simple popularity-based
and unpersonalized approaches [235], location-aware recommendations [161], and
trust-based recommendations [77,181]. This habilitation focuses on trust-based
recommendations, which exploit trust statements between users (e.g., usef
trusts user B) to create trust networks, and to calculate CF-based recommen-
dations using the connections in these trust networks [103, 104, 208].

In our research, we employ network measures such asgular equivalence[109]
to calculate trust-based recommendations for cold-start users. Viaegular equiv-
alence we do not only nd neighbors that share the same trust connections, but
also neighbors that have similar structural roles in the trust network (e.g., users
that are only connected to in uential nodes in the network). We nd that our
approach outperforms related methods based on, e.g., Jaccard similarity [72].

Summary of own research (5): We address the issue of limited availability
of user preference information (e.g., due to users' privacy constraints) in session-
based and cold-start recommendation settings. We demonstrate the usefulness
of variational autoencoders for session-based job recommender systems. Fur-
thermore, we address the user cold-start problem by employing trust-based
recommendations using network measures such asgular equivalence

2.4 Fairness and Popularity Bias in Recommender Sys-
tem

This section gives a brief overview of fairness in algorithmic decision support, and
outlines research on popularity bias in recommender systems. For more detailed
reviews on fairness-aware recommender systems, please see [65, 78,266, 271].

2.4.1 Fairness in Algorithmic Decision Support

Fairness in algorithmic decision support and in machine learning applications has
gained a lot of attention in recent years, and has been studied especially for binary
classi cation problems [37,158,190]. In this problem setting,Y denotes the real
outcome to be predicted by the classier (e.g., the class label, for example if a
job applicant has been put into a high- or low-prospect group), andA is the
set of protected attributes of an individual, thus the attributes that one must
not discriminate against (e.g., gender or race). Furthermore,X denotes non-
protected attributes of an individual, and ¥ is the predictor of Y (e.g., to predict
to which class the individual belongs), which could depend orX and A. Di erent
de nitions of fairness were proposed for such a setting in the literature.

For example, fairness through unawarenesss satis ed if the predictor ¥ only
depends onX and not on A to predict Y, i.e., ¥ : X ! Y. Although this fairness
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de nition seems to be compelling and simple to implement, it was shown that it is
not su cient in the area of algorithmic decision support since elements of X may
contain hidden discriminatory information of A (e.g., race may correlate with the
place of residence) [105]. Another de nition is based orindividual fairness [74].
Given that we have a distance metricd(i;j ), if two individuals i (with X; and A;)
andj (with Xj and A;j) are similar according to this metric (so d(i;j ) is small),
then also their predicted outcomes should be similar:¥ (Xi;A))  ¥(Xy; Ay).
One drawback ofindividual fairness is that the de nition of d(i;j ) requires de-
tailed information of the individuals as well as detailed domain knowledge.

Apart from that, the literature has also provided di erent de nitions for group
fairness. According to the statistical parity (or demographic parity) de nition [30],
fairness is given if the positive outcome proportion of the predictorP (¥ = 1) is
equal for all A, which, in the binary case with A 2 f 0; 1g, is given by:

P(Y =1jA=0)= P(¥ =1jA=1) (2.7)

Legally, this metric is often related to the 4/5th rule [100]. This means that
the positive outcome ratio between the protected group (i.e.,A = 0) and the
privileged group (i.e., A = 1) should be at least 0.8. For example, if the privileged
group has a positive outcome proportion of 50%, then the protected group should
have a positive outcome proportion of at least 40%. The downside of this metric
is that it does not depend on the real outcomeY (only on the predictions ¥).

In contrast, equality of opportunity [106] also takes the real outcomeY into
account. The idea is that individuals of the privileged and individuals of the
protected group should have equal chance of getting a positive outcome, assuming
that the individuals of the groups are quali ed for this positive outcome. This
can be measured via the true positive rate, which is given by:

P¥ =1jYy=1;A=0)= P(¥ =1jY =1;A=1) (2.8)

Equality of opportunity can also be de ned using the false negative rate [237].
Additionally, equalized oddsis a stricter variant of equality of opportunity that
requires that both the true positive rate and the false positive rate are equal [263].
Research has also found a trade-o betweerndividual and group fairness [42].

In our research, we employ some of these de nitions and adjust them to study
long-term dynamics of fairness in algorithmic decision support. Therefore, we
develop an agent-based model and evaluate it in a labor market setting [237]. We
nd that there is a trade-o0 between di erent long-term fairness goals, which vali-
dates the aforementionedndividual and group fairnesstrade-o (see Section 3.3).
Although, this work does not directly study recommender systems, it sheds light
on the usefulness of agent-based modeling for studying algorithmic fairness in the
long-term, which is also relevant for the research eld of recommender systems.

Summary of own research (6): We study long-term fairness dynamics in
algorithmic decision support in a labor market setting using agent-based mode
ing techniques. We highlight the trade-o between di erent long-term fairness
goals in such a setting (i.e.,individual and group fairness).
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2.4.2 Measuring, Understanding, and Mitigating Popularity Bias

In this section, metrics to measure and understand popularity bias, and methods
to mitigate popularity bias in recommender systems are brie y discussed.

Popularity Bias Metrics

Research has shown that recommendation algorithms (especially those based on
CF) are biased towards popularity, which leads to the overrepresentation of popu-
lar items in the recommendation lists [81,82]. This also leads to the underrepresen-
tation of unpopular items (long-tail items) in the recommendation lists [44,212].
The literature has proposed di erent metrics to measure and understand popular-
ity bias from the item and user perspective [20,136]. This habilitation focuses on
three speci ¢ ways to measure inconsistencies between user groups with respect to
popularity bias: (i) accuracy di erences between user groups, (iiymiscalibration,
and (iii) popularity lift . While the rst one simply requires comparing the aver-
age recommendation accuracy between the groupsniscalibration and popularity

lift are more complex to calculate. Additionally, via skewnessand kurtosis, we
measure the asymmetry and \tailedness" of the popularity distributions [34].

In general, calibration quanti es the similarity of a genre spectrum between a
user prole p and a list of recommendationsq [247]. For example, if a user has
consumed 80% of rock music and 20% of pop music in the past, thenaalibrated
recommendation list should also contain this genre distribution. Although this
metric is not a popularity bias metric by de nition, it is often used to measure and
understand popularity bias in recommendations [6,8]. The de nition of calibration
can be reinterpreted in the form of miscalibration, i.e., the deviation betweenp and
g [172]. This deviation is calculated using theKullback-Leibler (KL) divergence
between the distribution of genres inp, i.e., p(cju), and the distribution of genres
in g, i.e., q(cju). More formally, for user u, this is given by:

X p(cju)

KL (pjjq) = cju) lo -
(pija) CZC|0(J) gq(qu)

(2.9)

Here, C is the set of all genres in a given dataset. ThereforeL (pjjg) = 0 means
perfect calibration, and higher KL (pjjq) values (i.e., close to 1) meamiscalibrated
recommendations. TheKL (pjjg) values can be averaged for a given group.

In contrast, popularity lift measures to what extent recommendation algo-
rithms amplify the popularity bias inherent in the user pro les [7,8]. Thus, this
metric quanti es the disproportionate recommendation of popular items for a
given user groupg. Popularity lift is based on the group average popularity
GAP(9), which is de ned as the average popularity of the items in the user
pro les p of group g. Similarly, GAP¢(g) is the average popularity of the recom-
mended items for all users of the groupy. Taken together:

GAPq4(g) GAP,(9)

PHO GAPp(9)

(2.10)

PL(g) > 0 means that g's recommendations are too popular,PL(g) < 0 means
that g's recommendations are too unpopular, andP L(g) = 0 is the ideal value.
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In our research, we use these metrics to study popularity bias in recommender
systems [145,151,155]. We nd that \niche" users interested in unpopular content
receive worse recommendation quality than users interested in popular content.
We study the characteristics of these \niche" users in the eld of music recom-
mendations, and identify subgroups that also di er in the recommendation quality
they receive [152]. Finally, we also nd that music recommendation algorithms
could intensify the popularity bias for the group of female users [166].

Popularity Bias Mitigation

Research has proposed di erent methods to mitigate bias in algorithms, including
pre-, in-, and post-processing methods [206]. In the eld of recommender systems,
especially in-processing and post-processing technigues are used to mitigate pop-
ularity bias. Here, in-processing algorithms aim to adjust the recommendation
calculation procedure, and to correct the popularity bias using, e.g.calibration -
based techniques [9,135]. In contrast, post-processing techniques do not change
the recommendation algorithm itself, but the generated recommendation list by
using, e.g., re-ranking techniques [4, 26]. Typically, in-processing techniques are
the most complex ones to implement, since the underlying algorithm needs to be
adapted. However, they are e cient with respect to computational costs. In con-
trast, one drawback of post-processing techniques is the computational ine ciency
of these methods due to the high computational complexity of item re-ranking.
However, they can be applied to any given item ranking independent of the un-
derlying algorithm [55]. Finally, the use of content-based recommendation algo-
rithms [63,176] is another possibility to address popularity bias in recommender
systems due to their independence of user preference information [2,198].

In our research, we study popularity bias mitigation in news article recom-
mender systems for both subscribed users and anonymous session users utilizing
content-based recommendations [159]. In an online study that we have conducted
together with the Austrian news platform DiePresse we nd that personalized
and content-based recommendations lead to a more balanced news article reader-
ship distribution compared to purely popularity-based recommendations. Thus,
we nd that readers are not only interested in the most popular and recent news
articles, but also in long-tail articles if they match the user preference history, or
the preferences tracked in the current session (see Section 3.3).

Summary of own research (7): We analyze popularity bias in collaborative
Itering-based recommender systems, and nd that \niche" users interested in
unpopular content receive worse recommendation accuracy than users intefr-
ested in popular content. Thus, this \niche" user group is treated in an unfair
way by collaborative Itering-based recommender systems. Furthermore, we
analyze the characteristics of these users, and study popularity bias mitigation
in news article recommender systems using content-based recommendations|.

Please note that the aim of this \Related Work and Background" chapter
has not been to give a comprehensive review of the various research elds men-
tioned, but rather to discuss the research and background related to the scienti ¢
contributions and publications of this habilitation described in the next chapter.
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Chapter 3

Scienti ¢ Contributions

This chapter describes the scienti ¢ contributions of this habilitation according
to the three research topics that are investigated: (i) transparency and cogni-
tive models (Section 3.1), (ii) privacy and limited preference information (Sec-
tion 3.2), and (iii) fairness and popularity bias (Section 3.3) in recommender
systems. Therefore, the 17 publications listed in Table 1.1 are categorized into 7
scienti ¢ contributions. For research topics (i) and (ii), this leads to two contribu-
tions each, and for research topic (iii), this leads to three contributions, since this
topic also covers the most publications of this habilitation. The full texts of these
17 publications can be found in Appendix Chapter B. Additionally, Section 3.4
summarizes the scienti ¢ contributions, and elaborates on reproducibility aspects.

3.1 Transparency and Cognitive Models in Recom-
mender Systems

This section summarizes our research on transparency aspects of recommenda-
tions by using cognitive modeling techniques. It contains three studies employing
cognitive models for a transparent design process of tag and music recommenda-

tion algorithms [P3], and one survey and categorization of psychology-
informed recommender system (Contribution 1). Additionally, one study
illustrates to what extent the components of the cognitive model ACT-R con-
tribute to the generation of music recommendation lists| P5] (Contribution 2 ).

Contribution 1: Using Cognitive Models for a Transparent Design and
Implementation Process of Recommender Systems (2018-2021)

introduces a tag recommendation algorithm termedSoMe (Search of Mem-
ory) based onMINERVA2 [113], which is a model of human episodic memory (see
Section 2.2.2). We implementSoMe using our TagRec framework [144,146], and
evaluate it in an online study with 18 participants. During the four-weeks study,
the participants had to investigate a speci c topic (i.e., \designing workplaces that
inspire people") by collecting and tagging three topic-related Web resources per
week. For this, the participants were supported with a social bookmarking user
interface (based on theKnowBrain tool [67]) that contained support via tag rec-
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(a) User group: LowMS (b) User group: LowMS
Linear regression: = -1.480

Figure 3.1: (a) Calculation of the BLL equation'sd parameter. On a log-log scale,

we plot the relistening count of the genres over the time since their last listening

event (LE), and set d to the slopes of the linear regression lines [168]. (b)

Recall/precision plots for k = 1 :::10 predicted genres of the baselines, and our
BLL , and ACT.5 approaches.ACT ., achieves the highest accuracy [150].

ommendations. Here, the participants randomly received tag recommendations
calculated via SoMe or via a conventional MostPopular tag recommendation algo-
rithm. Additionally, the participants were divided into two groups at random: (i)
individual, where the participants only saw their own resources and tags, and (ii)
collaborative, where the participants also saw the resources and tags of the other
users in the group. Thus, in the collaborative setting, the tag recommendations
were calculated based on the categorized resources and tags of the other users as
well. The outcomes of our online study show that, in the collaborative setting,
SoMe provides signi cantly higher tag recommendation acceptance rates than the
MostPopular approach. In the individual setting, we do not observe a signi cant
di erence between the two approaches in terms of recommendation acceptance.
Therefore, we nd that a cognitive-inspired tag recommendation algorithm based
on a transparent model of human episodic memory supports users icollaborative
tagging settings. We have validated these ndings in a follow-up paper using a
similar tag recommendation approach termed3Layers, which we have presented
at the International World Wide Web conference 2018 (TheWebConf)[156].

and| P 3| present the second set of our cognitive-inspired recommendation
algorithms based on activation processes in human memory as de ned by the cog-
nitive architecture ACT-R [22] (see Section 2.2.2). We introduce two algorithms
for a transparent modeling and prediction approach for music genre preferences
of users: (i) BLL y, which implements the base-level learning(BLL) equation of
ACT-R as described in , and (i) ACTy.a, which extends BLL , and imple-
ments the full activation equation of ACT-R as described in . We evaluate
these approaches using dataset samples containing preferences (listening events)
of users of the Last.fm music platform, based on thd.FM-1b dataset [229,232].

Figure 3.1 (a) illustrates the impact of time on the re-listening behavior of
users in our Last.fm dataset sample. We nd that users tend to listen to music
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genres to which they have listened to very recently, and that this temporal decay
follows a power-law distribution as suggested by theBLL equation of ACT-R [24].
We use the slope of the linear regression of this data to setBLL 's d parameter.
Figure 3.1 (b) shows the accuracy of our approaches compared to ve baseline
algorithms: T OP suggests the most popular genres in the systenGF, and CF;
represent user-based and item-based CF, an® OP, and TIME  suggest the
most popular and most recent genres listened to by, respectively. We nd that
BLL , outperforms all baselines, and thatACT,.; outperforms BLL , by also
taking into account the current context of music listening (i.e., the genres of the
artist a to which the user u listened to most recently) via the spreading activation
component. Our ndings show the usefulness of activation processes in human
memory for a transparent design process of music recommendation algorithms,
which also leads to high recommendation accuracy. We have validated these
ndings for the task of hashtag recommendations [153, 167], and for the task
of music artist recommendations, which we have presented at thénternational
Society for Music Information Retrieval (ISMIR) conference 2019 [149].

Finally, surveys and categorizes recommender systems that draw on psy-
chological theories for a transparent design, implementation, or evaluation process
of recommendations. We term this type of recommender systemgsychology-
informed recommender systemsand categorize them into three groups: (i) cog-
nition (or cognitive)-inspired, (ii) personality-aware, and (iii) a ect-aware recom-
mender systems (see Section 2.2.1). We also discuss open issues in this research
eld, for example, the need to incorporate psychological considerations into the
design process of user-centric recommender system evaluation studies.

Contribution 2: lllustrating to What Extent Components of the Cog-
nitive Model ACT-R Contribute to Recommendations (2022-2023)

In , we discuss transparency aspects of music recommendations generated via
ACT-R by illustrating to what extent components of ACT-R have contributed
to the generation of recommendation lists. We investigate three ACT-R compo-
nents described in Section 2.2.2: (ithe base level learning BLL ) equation, which
describes the \current obsession" of a user (i.e., frequently and recently listened
tracks), (ii) the spreading activation (S) component, which describes \current
vibes" of a user (i.e., tracks that are similar to the user's most recently listened
track), and (iii) the valuation (V) component, which accounts for \evergreens" of
the user (i.e., the user's most frequently listened tracks, independent of the re-
cency component). Additionally, we analyze a social component (SC) to account
for track recommendations \from similar listeners" in the form of user-based CF.
Figure 3.2 shows six recommended tracks for a randomly selected user in our
newly created Last.fm dataset sample [195] based on theFM-2b dataset [191,
231]. The heatmap illustrates how the music track recommendations are calcu-
lated by showing the relative contribution of these four components to the recom-
mendation score of a track. We see that the components contribute di erently to
the recommended tracks. For example, for the rst track \From the Past Comes
the Storms”, the current obsession BLL ) of the user is most important, while for
the last track \Troops of Doom" solely the social component (SC) contributes to
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Figure 3.2: Heatmap illustrating the relative contribution of three ACT-R com-
ponents (BLL, S, and V) and one social component (SC) to the recommendation
scores of six recommended tracks for a randomly chosen Last.fm user [196].

the recommendation calculation. Based on this, concrete explanations could be
derived for all recommendations generated with this model. For example, \this
track was recommended because of youturrent obsessior!, or \this track was
recommended because ddimilar listeners". We discuss transparency aspects of
additional components of ACT-R for music recommendations in a chapter for
the \ A Human-centered Perspective of Intelligent Personalized Environments and
Systems' Springer book, which was recently accepted for publication [154].

3.2 Privacy and Limited Preference Information in
Recommender Systems

Limited availability of user preference information (e.g., clicks) could be one con-
sequence of data protection initiatives or of the users' privacy concerns in recom-
mender systems [40,137,164,189,260] (e.g., users are not willing to share prefer-
ences, or to sign in to the system). Thus, we discuss the ndings of two studies
that address the limited availability of user preference information in the settings

of session-based and cold-start recommendation®6|[P 7| (Contribution 3). Ad-
ditionally, we address varying privacy constraints of users in recommender systems
(e.g., hiding preferences, and the accuracy-privacy trade-o of di erentially-

private recommender system$P9|. Finally, we survey and categorize the litera-
ture on di erential privacy in collaborative Itering (Contribution 4 ).

Contribution 3: Addressing Limited User Preference Information in
Cold-Start and Session-based Recommendation Settings (2018-2020)

presents a trust-based CF approach for addressing the user cold-start prob-
lem in recommender systems (see Section 2.3.2). Speci cally, we aim to exploit
implicit and explicit connections between users in trust networks [181] to nd the
k nearest neighbors and to overcome the limited availability of user preference
information in this setting. By employing the idea of regular equivalencevia Katz
similarity [109], we do not only nd neighbors that share the same trust connec-
tions, but also neighbors that havesimilar trust connections (i.e., neighbors with
similar structural roles in the network). We evaluate our approach using a dataset
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from the consumer reviewing portal Epinions [181], which allows users to specify
trust connections to other users. We nd that our approach outperforms related
approaches (e.g., based on Jaccard similarity [58]) in terms of recommendation
accuracy for cold-start users. In our follow-up work [71], we employ graph em-
bedding techniques on the trust network of users by evaluating graph embedding
methods such asgraph factorization [21], DeepWalk [214], or Node2Vec [101] for
the user cold-start problem. We nd that Node2Vec and DeepWalk provide the
highest recommendation accuracy and user coverage [95] across all methods.
presents our research on using variational autoencoders for session-based
job recommendations. Speci cally, to provide personalized job recommendations
to users in a setting, in which we do not have full user preference histories avail-
able, we employ autoencoders to create latent representations of the limited pref-
erence information available in the anonymous user sessions (see Section 2.3.2).
Our approach recommends jobs within new sessions by employing k-nearest
neighbor approach based on the inferred latent session representations generated
via standard autoencoders [36], denoising autoencoders [264], and variational au-
toencoders [134]. Our evaluation results on session-based job recommendation
datasets (e.g., based on XING from the RecSys challenge 2017 [12]) show that
our approach based on variational autoencoders provides the most robust results
compared to state-of-the-art methods such a&sRU4Rec [112], session-KNN [123],
or sequential session-KNN[177]. Here, we do not only evaluate recommendation
accuracy, but also novelty metrics [262] such as system-based novelty (i.e., how un-
explored is the recommended job in general [215]) and session-based novelty (i.e.,
how surprising is the recommended job for the current user session [279]). To
further illustrate the usefulness of variational autoencoders for recommendations,
in another paper [230], we utilize them to incorporate a user's country informa-
tion into context-aware music recommendations. Speci cally, we incorporate the
users' country context into the variational autoencoder architecture via a gat-
ing mechanism. Our evaluation results show that our country- and context-aware
recommendation approach provides higher recommendation accuracy than related
baselines (e.g., variational autoencoders without country information [171]).

Contribution 4: Addressing Users' Privacy Constraints and the Trade-
O Between Accuracy and Privacy in Recommendations (2021-2023)

studies the robustness of meta matrix factorization MetaMF ) against pri-
vacy constraints of users in recommender systems. For this, we conduct a repro-
ducibility study of the original MetaMF paper [173], and investigate the sensi-
tivity of this approach to the limited availability of user preference information,
e.g., when users employ privacy constraints by hiding a certain part of their pref-
erences from the system (see Section 2.3.1). Therefore, we deactivate theeta
learning [261] component to evaluate the robustness dfletaMF against varying
privacy constraints. Additionally, we study how users that di er in their prole
size (i.e., number of ratings or implicit item preferences) are a ected by varying
privacy constraints. On the ve datasets Douban [117], Hetrec-MovielLens [50],
MovieLens 1M [107], Ciao [102], and Jester [98] (we share the dataset samples
via Zenodo [202]), we demonstrate thatmeta learning is essential forMetaMF 's
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Figure 3.3: Mean absolute error (MAE) of neural-basedKNN recommender sys-
tem variants. Our results indicate that combining neighborhood reuse with dif-
ferential privacy (NeuKNN+Reusepp ) yields better accuracy (lower MAE) than
neural-based methods that do not apply neighborhood reuseNeuKNN B’F'! ) [201].

robustness against users' privacy constraints. We also show that users with small
pro les can a ord a higher degree of privacy than users with large pro les.
addresses the accuracy-privacy trade-o in di erentially-private recom-
mender systems. Speci cally, we propose ouReuseKNN recommendation ap-
proach, which aims to reduce the decrease in accuracy due to the application of
di erential privacy [73,75] on users' preference information [38]. We achieve this
by identifying small but highly reusable neighborhoods for k-nearest neighbor-
based recommendation approaches. Therefore, only this small set of users needs
to be protected with di erential privacy , and the majority of the users do not need
to be protected, since they are rarely exploited as neighbors, i.e., they have a small
privacy risk [175] as de ned in Section 2.3.1. We nd that with ReuseKNN, in the
case of a Last.fm dataset sample, only 68.20% of the users need to be protected
with di erential privacy , while a traditional UserKNN approach [110] requires the
protection of 99.89% of the users. We validate if this also leads to an improved
accuracy-privacy trade-o in various recommendation settings. Figure 3.3 shows
the recommendation accuracy results of neural-based CF approaches [108] when
our neighborhood reuse concept is appliedNeuKNN+Reusepp , i.e., only vulner-
able users are protected), and when it is not applied I(\IeuKNNBﬂ , i.e., all users
are protected). Additionally, we include a baseline approach without any appli-
cation of di erential privacy (NeuKNN, i.e., no users are protected). We see that
() NeuKNN provides the best accuracy results according to the mean absolute
error [269], but without any privacy guarantees, (i) NeuKNNBJF'! provides the
worst accuracy results, but with the highest privacy guarantees, and (iii) that our
NeuKNN+Reusepp approach provides a better accuracy-privacy trade-o than
the other methods. Additionally, in this work, we outline connections between

privacy, and item coverage [111], popularity bias [20], and fairness [79].
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Finally, further discusses the accuracy-privacy trade-o in di erentially-
private recommendations by surveying the literature in this eld. Therefore, we
identify 26 papers that apply di erential privacy either (i) to the user representa-
tions (e.g., aswe do it in), (ii) directly to the recommendation model updates
(e.g., when calculating gradients locally), or (iii) after the recommendation model
training process (e.g., applying noise to the trained user and item embeddings).
We nd that these papers address the accuracy-privacy trade-o in three di erent
ways: (i) using auxiliary data to foster recommendation accuracy (e.g., incorpo-
rate preferences of other users), (ii) reducing the noise level that is needed (e.g.,
requiring the minimal amount of noise to still ensure di erential privacy ), and
(iii) limit when to apply di erential privacy (e.g., as we do it in|P9)).

3.3 Fairness and Popularity Bias in Recommender Sys-
tems

This section discusses our research on fairness and popularity bias in recommender
systems. This contains four publications that study popularity bias for user groups
that di er in mainstreaminess (i.e., users' inclination towards mainstream con-
tent [31]) and gender|P11| [P12||P13]|P14] (Contribution 5). This section
also describes two papers on understanding popularity bias mitigation and am-
pli cation using online and o ine evaluation studies (Contribution

6). Another journal article analyzes the long-term dynamics of fairness (e.g.in-
dividual vs. group fairness trade-o s) in algorithmic decision support in a labor
market setting using agent-based modeling technique (Contribution 7).

Contribution 5: Measuring Popularity Bias for User Groups Di ering
in Mainstreaminess and Gender (2020-2022)

analyzes the unfairness of popularity bias in music recommendations. Specif-
ically, we reproduce a study by Abdollahpouri et al. [7], in which the authors nd
that personalized recommendation algorithms in the movie domain are biased
towards popular items, and that this popularity bias also leads to the unfair
treatment of users with little interest into popular content (see Section 2.4.2).
We conduct this reproducibility study in the music domain using a newly created
dataset sample [141] gathered from Last.fm. Figure 3.4 shows that our results
are in line with the ones of [7] since all evaluated recommendation algorithms
tend to favor popular items also in the music domain. In the case of theMost-
Popular algorithm, as expected, the strongest evidence for popularity bias can
be found. In the case of traditional UserKNN [110] and Non-negative Matrix
Factorization (NMF ) [178], we also see a positive relationship between item (i.e.,
music artist) popularity and recommendation frequency. Finally, for UserKNN
and NMF, we nd that beyond-mainstream (BeyMS) users receive less accurate
recommendations than mainstream MS) users (see Figure 3.5a).

In , we analyze the unfairly treated BeyMS user group in more detail by
identifying subgroups of beyond-mainstream music listeners. For this, we create a
new dataset termedLFM-BeyMS, which contains (among others) audio features
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(a) MostPopular (b) UserKNN (c) NMF

Figure 3.4: Correlation of music artist popularity and recommendation frequency.
All three algorithms investigated tend to favor popular music artists [155].

of the music tracks listened to by more than 2,000BeyMS users. Using these
audio features and unsupervised clustering techniques, we identify four clusters
of beyond-mainstream music and music listeners: (i)Uioi , listeners of music
with high acousticness such as \folk", (ii) Unharg, listeners of high energy music
such as \hardrock”, (iii) Uampi, listeners of music with high acousticness and
instrumentalness such as \ambient", and (iv) Ugiec, listeners of high energy music
with high instrumentalness such as \electronica". Figure 3.5b shows that there is
a substantial di erence in recommendation accuracy between these subgroups of
BeyMS users. WhileUampi users, on average, even receive better recommendation
accuracy results than MS users, Unarg Users receive the worst recommendation
accuracy results. When relating our results to the openness of the subgroups'
users towards music listened to by the other subgroups, we nd thatUymy is the
most open group, whileUnarq is the least open group. This is in line with related
research [252], which has shown that a user's openness towards content consumed
by other users is positively correlated with recommendation accuracy.

studies if popularity bias in music recommender systems a ect users of
di erent genders in the same way. To answer this question, we analyze seven rec-
ommendation algorithms, Random, MostPopular, ItemKNN [228], Sparse Linear
Method (SLIM ) [205], Alternating Least Squares Matrix Factorization (ALS) [118],
Matrix Factorization with Bayesian Personalized Ranking (BPR) [222], and Vari-
ational Autoencoder for CF (VAE) [171], on a Last.fm dataset sample based on
the LFM-2b dataset [191, 231]. We nd that all personalized recommendation
algorithms investigated in this study, except for SLIM, intensify the popularity
bias for female users. Thus, not only user groups di ering in mainstreaminess,
but also user groups di ering in gender are a ected di erently by popularity bias.

Finally, validates the ndings of ] Pll\ and] Plz\ in three additional mul-
timedia domains, namely (i) movies (MovieLens-1M [107]), (ii) books (BookCross-
ing [280]), and (iii) animes (MyAnimeList [219]). For these datasets, we create
dataset samples [143] with user groups that di er in their inclination to popular
and mainstream content, and analyze popularity bias of various CF-based rec-
ommendation algorithms on the levels of items and users. On the item level, we
nd that the probability of an item to be recommended strongly correlates with
the popularity of the item. On the user level, we nd that users with the least
inclination to popular content also receive the worst recommendation quality.
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(&) MAE of MS and BeyMS users. (b) MAE of BeyMS subgroups by NMF.

Figure 3.5: (a) Recommendation accuracy measured by the mean absolute error
(MAE) of NMF and UserKNN for mainstream (MS) and beyond-mainstream
(BeyMS) user groups in Last.fm: BeyMS users receive a substantially lower rec-
ommendation quality (i.e., higher MAE) compared to MS users. (b) Comparison
of the MAE scores reached byNMF for the four BeyMS subgroups with the
ones reached byNMF for BeyMS (black dashed line) andMS (grey dashed line).
There are substantial di erences between the subgroups in terms of MAE, es-
pecially when comparingUparg With Ugmpi, i.€., two subgroups di ering in their
openness to music listened to by users of other subgroups [152].

Contribution 6: Understanding Popularity Bias Mitigation and Ampli-
cation in Recommendations (2022-2023)

presents an online study on popularity bias mitigation (see Section 2.4.2) in
a news article recommendation setting. To conduct our online study, we collab-
orate with DiePresse a popular Austrian online news platform, and discuss the
introduction of personalized, content-based news article recommendations into
the platform as a replacement for unpersonalizedMostPopular recommendations.
Our content-based recommendation algorithm [63, 176] is based on latent rep-
resentations of news articles using.atent Dirichlet Allocation (LDA) [43]. We
conducted our online study in a two-week time window (27th of October 2020 to
9th of November 2020), in which we tracked user preferences (i.e., clicks on news
articles) of more than one Million anonymous user sessions, and more than 15,000
signed in (subscribed) users ofDiePresse Within our two-week online study,
also two signi cant events happened that could in uence the reading behavior
of users: (i) the COVID-19 lockdown announcements in Austria on the 31st of
October 2020, and (ii) the Vienna terror attack on the 2nd of November 2020.
Figure 3.6 shows the results of our online study in terms ofkewnessand kurto-
sis of the news article popularity distribution (i.e., number of article reads) across
the two weeks, and for both user groups (i.e., anonymous and subscribed users).
Here, skewnessmeasures the asymmetry, andkurtosis measures the \tailedness"
of the popularity distribution [34]. For both metrics, high values indicate a popu-
larity biased news consumption, which could lead to Iter bubble and echo cham-
ber e ects [88]. At the beginning of the online study, where MostPopular recom-
mendations were shown, we see a large gap between the two user groups: while
anonymous users mainly read popular news articles, and thus, are prone to pop-
ularity bias, subscribed users show a much more balanced reading behavior. At
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(a) Skewness (b) Kurtosis

Figure 3.6: Mitigation of popularity bias in news article consumption, measured

by (a) skewnessand (b) kurtosis based on the number of article reads for each
day of our two-week online study. At the beginning of the study, the MostPop-
ular news article recommendations were replaced by personalized, content-based
recommendations. We nd that popularity bias can be mitigated by introducing
personalized news article recommendations in the case of anonymous users [159].

the end of the study, i.e., after two weeks of personalized recommendations, we
see a considerably smaller di erence between the two user groups, which means
that the introduction of personalized, content-based news article recommenda-
tions helped to mitigate popularity bias in the case of anonymous users already
after two weeks. However, in the case of signi cant events, e.g., the Vienna terror
attack on the 2nd of November 2020, both user groups are mostly interested into
popular articles reporting on the particular event. In another work [198], we also
nd that content-based recommendations can help to mitigate popularity bias in
the case of recommendations provided in a data and algorithm sharing platform.

In , we analyze miscalibration [172,247] and popularity bias ampli cation
(in terms of the popularity lift metric [7, 8]) in music, movie, and anime recom-
mender systems. For this, we extend theMovieLens 1M [107],LFM-1b [229,232],
and MyAnimeList [219] datasets with genre information of the items, and pub-
lish these new dataset samples vi&Zenodo [142]. Then we measure accuracy,
miscalibration, and popularity bias ampli cation (i.e., popularity lift) for various
recommendation algorithms (e.g.,NMF [178] and co-clustering-based CF [97]),
and for user groups di ering in their inclination to popular and mainstream con-
tent, i.e., (i) LowPop (low interest in popular content), (i) MedPop (medium
interest in popular content), and (iii) HighPop (high interest in popular content).
We nd that there is a connection between these three metrics, since thé.owPop
user group, which receives the worst recommendation accuracy results, is also the
user group, which receives the most miscalibrated and popularity biased recom-
mendations. Finally, we investigate to what extent particular genres contribute to
the inconsistency of recommendation performance in terms of miscalibration and
popularity bias ampli cation. We nd that there are indeed genres that highly
contribute to inconsistent and popularity biased recommendation results. One
example is the \Hentai" genre in the case of ourMyAnimeList dataset sample:
this is a genre, which is highly popular for a speci c user group (i.e.,LowPop),
and unpopular for the other user groups (i.e.,MedPop and HighPop).
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Contribution 7: Studying Long-Term Dynamics of Fairness in Algo-
rithmic Decision Support (2022-2023)

studies the long-term dynamics of fairness in algorithmic decision support
(see Section 2.4.1) in a labor market setting [93]. Speci cally, we develop and
evaluate an agent-based simulation model to investigate the impact of decisions
caused by a public employment service that decides which jobseekers receive tar-
geted help using a decision support tool. This tool uses a logistic regression
model [270] to classify jobseekers into low- and high-prospects. We use synthetic
data that describes a pool of jobseekers with unevenly distributed skills between
two groups that di er with respect to a protected attribute. We test two variants
of our prediction model: (i) a biased version that augments knowledge about the
actual skills of a jobseeker with knowledge about the protected attribute, and (ii)
an unbiased version that solely relies on the skills of a jobseeker. Based on the
classi cation into low-prospects and high-prospects, our agent-based simulation
model updates the skills of the jobseekers after each iteration accordingly (e.g., a
high-prospect receives help, and thus also the skills of this jobseeker increase).
Our results show that there is a trade-o between di erent long-term fairness
goals. On the one hand, when using the biased prediction model, the inequality
between the two protected groups is reduced at the end of the simulation. This
means, that statistical parity in the dataset [30] increases, and that the system is
fair from a group fairness perspective. However, on the other hand, the number
of misclassi cations of jobseekers in the unprivileged group increases: some job-
seekers are classi ed as low-prospect mainly because of their sensitive attribute,
although they should belong to the high-prospect group. This means that the
system is unfair from an individual fairness perspective. Although this study
was not conducted in the eld of recommender systems, we believe that the ap-
plied method (i.e., agent-based modeling) could also be of use when studying
long-term fairness dynamics of recommender systems. Additionally, our ndings
with respect to the trade-o between individual and group fairnessare also highly
relevant for the research area of fair recommender systems.

3.4 Summary of Contributions and Reproducibility of
Research Results

This section summarizes the 7 scienti ¢ contributions described in the previous
sections. Additionally, the reproducibility of the ndings are discussed.

List of Contributions

1. Using cognitive models for a transparent design and implemen-
tation process of recommender systems (2018-2021) . We propose a
tag recommendation approach based on a model of human episodic mem-
ory [P1], and two music recommendation approaches based on activation
process in human memory P2|[P3]. Additionally, we identify three types
of psychology-informed recommender systems: (i) cognition-inspired, (ii)
personality-aware, and (iii) a ect-aware recommender system.
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2. lllustrating to what extent components of the cognitive model
ACT-R contribute to recommendations (2022-2023) : we illustrate to
what extent components of ACT-R (e.g., BLL or valuation) have contributed
to the generation of music recommendation lists. Based on this, explanations
for the music recommendation could be derived P5].

3. Addressing limited user preference information in cold-start and
session-based recommendation settings (2018-2020) : we model a
user's trust network using regular equivalence to address the user cold-start
problem [P6]. Additionally, we demonstrate the usefulness of variational

autoencoders for session-based job recommendatiof87|.

4. Addressing users' privacy constraints and the accuracy privacy
trade-o in recommendations (2021-2023) . we study privacy con-
straints of users (e.g., hiding preferences) in meta matrix factorizatio,
design a neighborhood reuse approac@l, and survey the literature for
di erentially-private collaborative ltering recommender systems .

5. Measuring popularity bias for user groups di ering in mainstreami-
ness and gender (2020-2022) : we study popularity bias , charac-
teristics of beyond-mainstream user, and di erences with respect to
users' gender in music recommendation. We also show the presence
of popularity bias in movie, book, and anime recommendation.

6. Understanding popularity bias mitigation and ampli cation in rec-
ommendations (2022-2023) : we analyze and mitigate popularity in news
article recommender system, and study to what extent recommenda-
tions amplify popularity bias in the music, movie, and anime domains.

7. Studying long-term dynamics of fairness in algorithmic decision
support (2022-2023) : we show the usefulness of agent-based modeling
techniques for studying long-term dynamics of algorithmic fairness in a labor
market setting. Additionally, we nd evidence for the presence of the trade-
o between individual and group fairness in this setting [P 17|

Reproducibility of Research Results

To foster the reproducibility of these research results and ndings, we provide
information on the used source-code and dataset samples in all publications. In
cases, in which we create new dataset samples or implement novel recommenda-
tion pipelines, we make them freely available viaZenodo or GitHub. For example,
to implement and evaluate our cognitive-inspired recommendation approaches,
we build upon our TagRec framework [144,146], and extend it with music recom-
mendation approaches. Another example is outast.fm user group dataset sam-
ple [141] that can be used to study fairness and popularity bias in recommender
systems. Additionally, we contribute to reproducibility studies by presenting two
papers enlisted in this habilitation in the reproducibility track of the European
Conference on Information Retrieval (ECIR'2020 and ECIR'2021) (P11]
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A list of the new dataset samples and recommendation pipelines created in
the publications that are part of this habilitation is given in the following:

1.

The TagRec framework [144, 146] used to design, develop, and evaluate
cognitive-inspired algorithms for tag and music recommendations:https:
/[github.com/learning-layers/TagRec

. A GitHub repository with the material to generate sequential music recom-

mendations and to illustrate to what extent the components of the cogni-
tive model ACT-R contribute to the generation of music recommendation
lists [196]: https://github.com/hcai-mms/actr

. A dataset sample based on thd.FM-2b dataset [191,231] used to generate

and evaluate sequential music recommendations [195]. ThiZenodo reposi-
tory also contains the pre-calculated embeddings for thdBPR approach.

Source-code and dataset references for using variational autoencoders in the
setting of session-based job recommendations [16ttps://github.com/
lacic/session-knn-ae . This GitHub repository also contains implemen-
tations of beyond-accuracy evaluation metrics (e.g., diversity and novelty)
for session-based recommender systems.

A dataset for studying privacy constraints of dierent users groups us-
ing meta matrix factorization [202] accompanied by aGitHub repository:
https://github.com/pmuellner/RobustnessOfMetaMF

The material for the di erentially-private  ReuseKNN [201] recommender
system: https://github.com/pmuellner/ReuseKNN . This GitHub reposi-
tory also contains the implementation of Neural CF, as well as source-code
for sampling user preference histories in the datasets.

A dataset for studying beyond-mainstream users in music recommender sys-
tems [203] accompanied by aGitHub repository: https://github.com/
pmuellner/supporttheunderground . Apart from popularity bias evalua-
tion metrics, this GitHub repository contains implementations of unsuper-
vised clustering techniques to analyze audio features of music tracks.

Datasets containing di erent user groups to study fairness and popularity
bias in music, movie, book, and anime recommender systems [141,143]. For
calculating calibration-based metrics in these settings, an extended version
of these datasets also contains genre information for the items [142].

A Python-based pipeline to process the datasets used in [145, 151, 155] for
studying fairness and popularity bias in recommender systemshttps://
github.com/domkowald/FairRecSys . This GitHub repository can also be
used as a basis to develop popularity bias mitigation methods.

By publishing these resources, the author of this habilitation hopes to con-
tribute to reproducible research practices in the eld of recommender systems. As
mentioned already in Section 2.1, the reproducibility of research results is highly
important for being able to track progress in recommender systems research.
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Chapter 4

Outlook and Future Research

This chapter gives an outlook into future research directions of this habilitation.

Transparency and Cognitive Models in Recommender Systems

The underlying algorithms of modern recommender systems are often based on
purely data-driven machine learning models. Although these approaches provide
high accuracy, they are based on principles of arti cial intelligence rather than
human intelligence. One consequence could be that the logic of these models is
not directly understandable by humans, which could lead to non-transparent al-
gorithmic decisions [244]. This habilitation has shown that using psychological
theories, and modeling the underlying cognitive processes that describe how hu-
mans access information in their memory, is one way to overcome this issue, and
at the same time, to generate accurate recommendations (see Section 3.1).
Besides MINERVAZ2 [113], the cognitive architecture ACT-R [22] provides an
excellent basis by formalizing two kinds of human memory: (i) declarative mem-
ory, and (ii) procedural memory. The declarative memory corresponds to things
that humans know by determining the importance of information chunks, while
the procedural memory corresponds to knowledge of how humans do things by
de ning production rules for making decisions. This habilitation has focused
on modeling declarative memory processes for a transparent design process of
cognitive-inspired recommender systems. Thus, in future research, | aim to inves-
tigate to what extent also the procedural memory module of ACT-R can be used
to design recommendation models (e.g., by adapting th&NIF-ACT [92] user nav-
igation model). Here, one interesting research question would be if the de ned
production rules could further contribute to transparency aspects of cognitive-
inspired recommender systems. This question could be answered by conducting
user studies following well-established procedures in the eld (e.g., [138,210,255]).

Privacy and Limited Preference Information in Recommender Systems

Privacy is a key requirement for recommender systems, since there are multiple
privacy threats to users in these systems. For example, disclosing users' preference
information to untrusted third parties [49], or inferring users' sensitive attributes
such as gender [277]. Privacy is also related to the issue of limited availability
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of user preference information, since users increasingly care about their privacy
and may not want to share their preferences with the system [137,189, 260]. Ad-
ditionally, initiatives such as the European General Data Protection Regulation
(GDPR) restrict the use of user preference information to generate recommenda-
tions [40,62]. This habilitation has addressed session-based and cold-start recom-
mendation settings, and the accuracy-privacy trade-o when applying di erential
privacy to the users' preference information (see Section 3.2).

In the future, | plan to not only study the trade-o between accuracy and
privacy, but also to investigate other relevant trade-o s between recommendation
objectives. This includes the trade-o between privacy and fairness [79]. Here,
an interesting research question would be if di erent user groups are treated dif-
ferently by the accuracy drops due to privacy-preserving technologies, such as
di erential privacy . For this, related studies from the eld of private and fair
machine learning (e.g., [29]) could be adapted for recommender systems. Addi-
tionally, studying privacy dynamics in recommendations using agent-based sim-
ulations would be a promising research direction, as described in our position
paper [199] presented in theSimuRec workshop of ACM RecSys 2021.

Fairness and Popularity Bias in Recommender Systems

Biases in the perception and behavior of humans are captured, re ected, and
potentially amplied in recommender systems [55, 91, 163]. The replication of
popularity bias is a common issue in collaborative Itering-based recommender
systems, which leads to the overrepresentation of popular items in the recommen-
dation lists. The research presented in this habilitation has shown that users with
little interest in popular content receive worse recommendation accuracy than
users that like to consume popular content. Based on this, these users are treated
in an unfair way by the recommender system (see Section 3.3).

In my future research, | plan to work on popularity bias mitigation methods to
reduce the accuracy di erences between the user groups, and with this, increase
the fairness in the system. For this, not only technical debiasing methods (e.g., in-
or post-processing [9]), but also novel multidisciplinary approaches using models
from psychology and physics should be developed. For the former, ACT-R [22]
could be a promising basis to build strongly personalized user models, and for the
latter, techniques from physics-informed machine learning could be transferred to
fairness problems, as described in our recerdrXiv pre-print [236].

Reproducibility Aspects of this Habilitation

I want to highlight the importance of reproducibility for the research eld of
recommender systems [32,86]. This habilitation has provided several resources to
foster the reproducibility of the presented research results (see Section 3.4). In
the future, | want to further contribute to the reproducibility of machine learning
research in general, and recommender systems research in particular, by discussing
barriers and best practices as outlined in our recentarXiv pre-print [241].

Finally, | hope that the scienti c results and ndings of this habilitation con-
tribute to advancing research on the trustworthiness of recommender systems.
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Appendix A

Own Contributions to Main
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cumulative habilitation. All of these publications were created in a joint e ort
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collaborations that made these publications possible.

Furthermore, the habilitation guidelines of Graz University of Technology re-
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in Table A.1 by stating my contributions to the publications below each paper
reference in the table. Wherever possible, the stated contributions are in line with
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